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Abstract

Automatic speech recognition (ASR) systems are usually judged by aggregate
transcript accuracy, but real failures often hinge on meaning: a wrong dose, address,
account number, or date can matter more than many harmless word errors. We
introduce SMASH, a framework for finding targeted semantic failures caused
by sparse INT8 weight-bit perturbations in quantized sequence-to-sequence ASR
models. Given an audio input and a meaning-critical span, SMASH searches
for small weight changes that replace the intended meaning while keeping the
transcript readable, plausible, and close to the original output. Each accepted fault
certifies that a semantic substitution is reachable under a bounded perturbation
budget. We study numeric and scalar substitutions across Whisper-small.en (WS),
Whisper-large-v3 (WLv3), and SeamlessM4T-v2-large (S-M4T) on three corpora:
an LLM-assisted controlled corpus (LACC), MultiMed, and LibriSpeech. On
LACC at a 20-bit budget (B), SMASH-hybrid accepts numeric substitutions on
24/45 WS targets, 19/44 WLv3 targets, and 5/34 S-M4T targets; reachability is
lower on real-speech datasets. In matched LACC budget sweeps up to B = 40, WS
reaches its ceiling by B = 20, while WLv3 and S-M4T continue to gain accepted
substitutions through B = 40. A blinded, method-mixed 105-output validation
pool audits semantic cleanliness: human-majority labels and a four-judge LLM
ensemble agree on the composite human-clean label with κ = 1.00, while per-
question agreement is lower. Faults are sparse: the pooled median is three INT8
bit flips, with medians of two on WS, eleven on WLv3, and twelve on S-M4T.
SMASH shifts ASR robustness evaluation from transcript edit distance to targeted
semantic reachability: which meanings can be changed, how plausibly, and with
how few bit flips.

1 Introduction

Automatic speech recognition (ASR) robustness is usually reported as aggregate transcript accuracy,
yet many deployment failures are span-local and semantic. In clinical dictation, emergency dispatch,
financial transcription, administrative records, and accessibility tools, a changed number, address,
identifier, date, or name can matter more than many harmless word errors. Changing “vaccine was
stored at −20” to “vaccine was stored at −30” preserves fluency and most tokens, but changes an
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Figure 1: Fault-to-transcript diagnostic pathway. Sparse persistent perturbations of stored INT8
codes can arise from reliability faults or adversarial fault mechanisms. We use this setting as a preset-
scoped diagnostic model to test whether bounded parameter faults can produce meaning-changing
ASR transcripts. The figure motivates the robustness audit; it is not an end-to-end physical exploit or
deployment-harm demonstration.

operational fact. Such failures are poorly captured by WER, CER, or likelihood, which measure how
much a transcript moved rather than which facts can be changed.

We study this gap for quantized sequence-to-sequence ASR under sparse INT8 parameter faults.
A flipped stored weight bit produces a discrete perturbation to one quantized parameter that can
propagate through autoregressive decoding. We use this setting as a worst-case robustness probe, not
as a physical exploit claim. The resulting question is semantic reachability: given clean audio and a
declared source span, can a few weight-bit flips force a specific meaning-changing substitution while
leaving the transcript readable, plausible, and close to the quantized baseline?

We introduce SMASH, a tokenization-aware framework for targeted semantic bit-flip search.
SMASH constructs a declared replacement target, ranks candidate INT8 flips with a span-conditioned
objective, and accepts a certificate only when decoding realizes the target under a four-gate cascade:
transcript change, readability, proximity, and target realization. Each accepted fault is therefore a
per-sample certificate of reachable semantic substitution, not transcript degradation.

Across Whisper-small.en, Whisper-large-v3, and SeamlessM4T-v2-large on LACC, MultiMed,
and LibriSpeech, numeric/scalar reachability is concentrated but nonzero and model- and corpus-
dependent. On LACC at B = 20, SMASH-hybrid finds 24/45, 19/44, and 5/34 numeric substitu-
tions including single-bit cases; real-speech rates are lower. Matched non-SMASH baselines move
or collapse transcripts but produce no verified targeted substitutions. Human-majority and four-judge
LLM labels agree on clean_success with κ = 1.00.

Contributions: First, we define semantic-integrity reachability as an ASR robustness audit target:
declared source→target span realization under bounded sparse quantized faults, distinct from WER
drift or generic transcript movement. Second, we introduce SMASH, a span-conditioned INT8 bit-
flip search that instantiates this audit target for seq2seq ASR. Third, we evaluate reachability across
three ASR backbones, three corpora, and budget sweeps, showing that numeric/scalar reachability
is nonzero but concentrated. Fourth, we pair the automatic G1–G4 strict certificate with a blinded,
method-mixed human-clean validation pool and a verified-fault ledger for reproducible auditing.
Finally, we show that closest adaptable movement/degradation baselines do not realize declared
targets under matched gates, while explicitly scoping this as an event-alignment comparison rather
than a claim of optimal targeted span search.

2 Background and Related Work

Sociotechnical ASR Risk and Semantic Evaluation: ASR increasingly mediates consequential
workflows like clinical documentation, emergency dispatch, financial transcription, accessibility
tools, and voice-driven interfaces. Aggregate metrics like WER do not distinguish harmless from
high-cost substitutions, motivating severity-aware ASR evaluation [43, 6] and clinical studies showing
recognition errors persisting into reviewed notes across terminology, speakers, and workflows [51,
24]. We probe which high-impact semantic substitutions are reachable under worst-case sparse
perturbations of deployed quantized ASR models.
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Hardware Bit Flips: Natural, Reliability, and Adversarial Sources: Sparse bit-level parameter
faults are motivated by a literature spanning natural memory faults, runtime reliability errors, and
adversarial fault injection. Cosmic-ray and alpha-particle soft errors in semiconductor memory
have been documented for decades [52, 2, 38], and onboard ML for spacecraft has renewed interest
in radiation robustness for deployed inference [16]. Retention variation and refresh leakage drive
runtime DRAM faults [18, 13], while RowHammer and its successors, Half-Double, Blacksmith,
and RowPress, demonstrate adversarially induced disturbance flips [14, 15, 12, 19]. Voltage and
frequency manipulation extend the attack surface beyond DRAM [40, 21]. We use this combined
literature to motivate sparse parameter faults as a robustness regime, not to claim an end-to-end
physical exploit.

Quantized Neural-Network Bit-Flip Attacks: Adversarial robustness has historically studied
input perturbations [39, 9, 20] with certified [44, 4] and weight-space [7, 45] extensions. Integer
quantization [11] exposes deterministic bit-level effects on stored weights: PBS collapses quantized
classifiers [34], DeepHammer connects bit flips to RowHammer at system scale [47], T-BFA and
integer-programming variants target classifier labels [36, 1], transformer defenses analyze parameter-
fault resilience [41, 22], and SilentStriker studies stealthy LLM degradation [46]. Their success
events are classification failure or aggregate degradation, not decoded semantic substitution. Recent
fault-injection work does steer semantics, but in other modalities, differentiable bit-level semantic
steering of quantized vision-language image captioning [10] and jailbreak behavior in quantized
language models [49], whereas SMASH targets declared source→target semantic span realization in
seq2seq ASR under the G1–G4 transcript gates.

Input-Side ASR Attacks and the SMASH Gap: ASR adversarial work has mostly perturbed
the audio waveform [3, 29, 37, 48, 23], including Whisper-specific prefix-induced muting and task
control [25, 33, 32]. Within transcripts, ITN and entity-correction systems target high-value semiotic
classes, cardinals, dates, money, identifiers, named entities [28, 50, 42].

To our knowledge, no previous work defines this success event: declared source→target semantic span
realization in seq2seq ASR under sparse quantized weight faults, with success requiring transcript
change, readability, locality, and target realization. Existing bit-flip methods optimize different
events, such as classifier collapse, classifier-label redirection, or LLM degradation. Thus, there is
no established event-equivalent SOTA baseline; our comparisons use the closest adaptable bit-flip
families under matched post-hoc gates.

3 Threat Model

We study semantic reachability under sparse faults in the quantized parameters of sequence-to-
sequence ASR models.

Let fθ denote an encoder–decoder ASR model with parameters θ, and let D denote a deterministic
decoding procedure, such as greedy decoding or fixed-beam decoding with no sampling. For an audio
input x, the model produces transcript: ŷ(x; θ) = D(fθ(x)). Unless otherwise stated, all experiments
use the deterministic decoding configuration specified in Section 5: no sampling, beam size one, and
maximum generation length 128.

Attacker’s Capability and Non-Goals: We consider a white-box worst-case evaluator with access
to the quantized weights of a pre-trained sequence-to-sequence ASR model. The evaluator may flip
at most B bits of the stored integer codes within a declared parameter subset W ⊂ θ, which we
call a preset. In our experiments, presets correspond to compact, attribution-relevant submodules,
for example, the last two decoder layers together with the language-modeling head, or the encoder
adapter on SeamlessM4T, chosen before evaluation; specific preset definitions are listed in Section 5.
No retraining, activation perturbation, input perturbation, prompt modification, or audio modification
is permitted: the waveform x is delivered clean, and the only degree of freedom is the choice of
weight-bit flips within W under the stated budget.

Quantized Baseline and Preset-Scoped INT8 Representation: Evaluation is anchored to the
quantized model. For each targeted weight tensor W ∈ Rm×n in the preset W , we form signed INT8
codes q ∈ {−128, . . . , 127}m×n using symmetric max-absolute scaling with rounding/saturation:

q = clip[−128,127]

(
round(W ⊘ S)

)
, W̃ = q ⊙ S, (1)
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Figure 2: SMASH Methodology: SMASH decodes the quantized baseline, builds a declared
semantic target, ranks INT8 bit flips by span-conditioned first-order effects, and commits top-K
bundles only when decoded outputs satisfy G1–G4. Hybrid updates may be retained under WER
caps, but strict successes must pass all gates.

Where ⊙ and ⊘ denote element-wise multiplication and division. We use per-row max-absolute
scaling for 2D weights (si = maxj |Wij |/127, Sij = si) and a single tensor-level scale for non-2D
weights (s = max |W |/127, with S ≡ s broadcast over the tensor); explicit formulas for both cases
are given in Appendix A. The choice matters for the perturbation model: per-row scaling means that
the dequantized magnitude of a bit flip at location t depends on the row scale si, so the same bit flip
in different rows yields different perturbation magnitudes in W̃ .

Let θ̃ denote the model after quantizing the tensors in W and synchronizing the dequantized weights
W̃ = q ⊙ S into the model. We anchor each sample to the deterministic transcript of the quantized
baseline, y0 = ŷ(x; θ̃). Anchoring to y0, rather than to a full-precision transcript, avoids treating
quantization-only differences as fault-induced errors and aligns evaluation with deployed model.

4 The SMASH Methodology

SMASH is a targeted semantic probing method for quantized sequence-to-sequence ASR (see Fig. 2).
Given a clean input audio input x, the quantized baseline transcript y0, and a preset parameter subset
W , SMASH searches for a sparse fault configuration F that realizes a declared semantic target while
keeping the decoded transcript readable and close to y0. The method separates three roles that are
often conflated in parameter-perturbation work: target construction, bit selection, and decoded-output
validation. Target construction defines what semantic event should be tested; bit selection proposes
sparse INT8 faults; decoded-output validation determines whether the event actually occurred.

Bit-upset Perturbation Model: A fault configuration is a set of flips F = {(ui, ti, bi)}|F |
i=1, where

ui indexes a tensor in the preset W , ti indexes a scalar code within that tensor, and bi indexes the bit
position. We enforce a global bit budget B and a per-location cap K:

|F | ≤ B, ∀(u, t) :
∣∣{(ui, ti, bi) ∈ F : ui = u, ti = t}

∣∣ ≤ K. (2)

The cap K limits how many bit positions can be flipped at the same scalar weight location. Let θ̃⊕F
denote the model obtained by applying the flips in F to the stored INT8 codes and resynchronizing
the affected dequantized tensors. The transcript under the fault configuration is ŷF = D(fθ̃⊕F (x)).

Semantic Targets and Constructible Samples: For each input x, target construction operates on
the quantized baseline transcript y0. A target-construction procedure either returns no valid target or
returns a tuple τ(x) = (k, s, r), where k is the semantic pivot class, s is the source span in y0, and r
is the declared target realization. The main study instantiates k with numeric/scalar pivots. A sample
is target-constructible when the target-construction procedure returns a valid tuple τ(x). We denote
the set of target-constructible samples by T . Targeted success rates are reported over |T |, not over all
N utterances, because samples without a valid semantic target do not define a target-hit event. We
still report N and |T | together so that target coverage remains visible.

4



Span-Conditioned Proposal Objective: We use a span-conditioned objective that separates preserv-
ing the surrounding transcript from changing the selected pivot. Let ℓt(θ) = − log pθ(y0,t | x, y0,<t)
be the teacher-forced negative log-likelihood of the anchor token at position t. The objective is:

LSMASH(θ) =
1

|N |
∑
t∈N

ℓt(θ)− α
1

|C \ T |
∑

t∈C\T

ℓt(θ) + γLtgt(θ) (3)

The first term preserves the anchor transcript outside the critical region. The second term enters with
a negative sign; minimizing LSMASH therefore increases the teacher-forced loss on the original pivot
tokens, weakening the model’s preference for the source semantic span. The third term promotes the
declared target realization. When token-level target labels are available, we use

Ltgt(θ) =
1

|T |
∑
t∈T

− log pθ(y
tgt
t | x, y0,<t) (4)

The target-promoting term is essential to strict reachability. Removing it substantially reduces strict
success in matched ablations, reported in Appendix D.1. The objective in Equation 3 is not a success
criterion: it only proposes directions in parameter space that may make the declared substitution
more reachable. Every proposed fault is still decoded and evaluated under the gates.

Bit-Flip Ranking: For a candidate flip at scalar coordinate u and bit position b, let ∆qu(b) be the
induced change in the signed INT8 code and let Su be the fixed quantization scale at that coordinate.
The induced dequantized perturbation is ∆Wu(b) = Su∆qu(b) For any differentiable proposal
objective R(θ), a first-order approximation gives ∆R ≈ ∂R

∂Wu
∆Wu(b).

We use this estimate to rank candidate bit flips inside the preset W subject to the global budget
B, the per-location cap K, and the bit-position constraints specified in Section 5. In the main
configuration, R = LSMASH from Equation 3, and candidates are scored by the predicted decrease
in R. Because LSMASH jointly preserves non-critical context and weakens the selected pivot while
promoting the target, a single ranking signal trades off all three objectives. This recovers the first-
order logic of progressive bit search but replaces the global cross-entropy objective with a semantic
span-conditioned one.

Ranking Variants: The implementation supports a target logit-margin ranking variant, which scores
the declared span substitution before softmax and may select different bits than teacher-forced loss; it
is not part of the numeric/scalar core results reported here.

Bundled search over sparse faults: After ranking flips, SMASH tests small high-ranked bundles
because isolated logit changes may not alter autoregressive decoding. Each step applies a bounded
bundle, resynchronizes affected dequantized weights, decodes the perturbed model, and commits or
reverts the bundle. Accepted bundles update F . Search stops at strict success, budget exhaustion, or
the step limit. Certificate cost is committed flips |F |, not budget B. Sensitivity and hyperparameters
appear in Appendix E.3 and Section 5.

Outcome Gates: We evaluate each faulted transcript ŷF using a four-gate outcome definition. Gates
(G1)–(G3) measure whether the output changes while remaining readable and close to the baseline.
Gate (G4) measures whether the declared semantic target is realized. More details about the Gates
are provided in the Appendix B. A strict semantic success Strict(x, F ) = 1{G1 ∧ G2 ∧ G3 ∧ G4}
is a fault configuration F for which all four gates hold. A sample is a strict success if some fault F
within budget B passes all four gates.

Outcomes: We classify outcomes by gate failure or success: No effect fails G1; degenerate/invalid
passes G1 but fails G2; plausibility-violating drift passes G1–G2 but fails G3; low-impact move-
ment passes G1–G3 but fails G4; and strict semantic success passes G1–G4. We report source-
disrupted partial diagnostics when the source span is altered without modifying target.

5 Experimental Setup

Unless otherwise stated, all cells use deterministic decoding, fixed random seed 42, and N = 100
audio inputs.
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Models: WS [30], WLv3 [31], and S-M4T [5]. All experiments use deterministic English decoding
with no sampling, beam size one, and maximum generation length 128, so output changes are
attributable to parameter faults rather than decoding stochasticity.

Datasets: LACC is a controlled TTS evaluation harness with manually curated pivot-controlled
utterances; full construction details are in Appendix C. MultiMed [17] provides English medical-
domain ASR with safety-relevant content such as medications, dosages, and units. LibriSpeech [26]
is a clean-read benchmark used as a lower-pivot-density reference. Each cell uses N=100 utterances;
we report both N and the target-constructible count |T |, since strict success is only defined for
samples with a constructed target.

Quantization and parameter presets: All experiments use the preset-scoped INT8 quantization
scheme from Section 3. WS and WLv3 use whisper_decoder_last2_plus_lm_head, covering
the last two decoder layers and LM head; S-M4T uses seamless_encoder_last2_plus_adapter.
Full tensor lists and quantization-only sanity checks are in Appendix A.

Canonical SMASH configuration: The main experiments use three hybrid SMASH configu-
rations, WS-hybrid, WLv3-hybrid, and S-M4T-hybrid, each paired with its model-specific preset
from above. All use automatic target construction, deterministic decoding, hybrid acceptance,
smash_decode_trials=2, and smash_gamma_target=10. Headline reporting focuses on nu-
meric/scalar pivots. Hybrid acceptance is a search strategy only: reported strict successes must
still satisfy G1–G4. Candidate flips use bit positions 0..6, excluding the sign bit. We sweep
B ∈ {1, 2, 3, 4, 5, 10, 20, 40}, with a LACC-only B=100 sidecar control, per-location cap K = 3,
maximum 30 outer search steps, bundle size one, and τwer = 0.20. Sensitivity analyses are in
Appendix E.3. A decode-only WS-decode ablation, using the same WS preset but strict decode
acceptance, is reported in Appendix D.2.

Baselines: We compare against non-SMASH sparse bit-flip baselines: targeted SilentStriker-
native and untargeted gated/random families, including PBS-CE, PBS-CE-gated, SilentStriker-CE,
SilentStriker-CE-gated, URBF, and TGRF variants. Whenever possible, baselines use the same model,
dataset, sample set, seed, target-construction pipeline, and post-hoc gates. This makes transcript
movement and targeted semantic substitution event-aligned: untargeted methods need not optimize
the declared target, but they count as strict successes only if their outputs realize it under the same
gates. The baseline grid includes PBS variants at B ∈ {20, 40}, SilentStriker variants at B = 40,
and URBF/TGRF variants at B = 20. SilentStriker is reported at B = 40 because matched B = 20
runs were not available for that family. Full grids and movement decompositions are in Appendix F.
Appendix F.1 specifies how classifier/LLM bit-flip baselines are adapted to seq2seq ASR, including
objective, decode gate, and bit-position policy. We use each method’s native bit policy rather than
forcing a matched policy: canonical SMASH excludes the INT8 sign bit, while PBS/URBF/TGRF
allow it and SilentStriker-native is sign-bit-only. This makes the comparison conservative with respect
to perturbation freedom, since SMASH searches a smaller per-weight bit pool yet is the only method
that realizes strict semantic targets.

6 Results

We evaluate three questions: (i) are targeted semantic substitutions reachable under sparse INT8
weight faults, (ii) how does reachability vary across models and corpora, and (iii) does targeted
semantic reachability differ measurably from generic transcript movement. Unless stated otherwise,
rates are reported over target-constructible numeric samples Tnum. We use strict for gate-cascaded
target realization and partial for the diagnostic case in which G1–G3 pass and the source pivot span
is disrupted in the adversarial output; partial is not an exclusive bucket and overlaps with strict by
construction. WER is reported against the quantized baseline transcript and is bucketed into no effect
(WER = 0), local edit (0 < WER ≤ 0.20), and drift (WER > 0.20).

Numeric reachability is concentrated and model-dependent: On LACC at B=20, SMASH-
hybrid lands clean numeric substitutions on 24/45 WS, 19/44 WLv3, and 5/34 S-M4T pivots.
The effect is therefore not a single-model artifact, but it is strongly model-dependent: WS is easiest,
WLv3 intermediate, and S-M4T hardest under the same headline budget. The matched budget sweep
in Figure 3 supports the same pattern: WS reaches its observed ceiling by B = 20, while WLv3 and
S-M4T expose additional successes only at higher budgets.
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Table 1: Numeric/scalar reachability for SMASH-hybrid. Strict requires G1–G4. Partial is strict-
inclusive: G1–G3 plus either target realization or automatic source-span disruption. Drift denotes
G1–G2 outputs failing locality. Wilson 95% CIs are in Appendix E.2.

Corpus Model |Tnum| Strict@20 Strict@40 ∆ Partial@40 G1@40 Drift@40

LACC WS 45 24/45 24/45 0 25/45 28/45 1/45
LACC WLv3 44 19/44 22/44 +3 23/44 23/44 0/44
LACC S-M4T 34 5/34 11/34 +6 24/34 29/34 3/34

MultiMed WS 20 4/20 4/20 0 4/20 5/20 0/20
MultiMed WLv3 26 2/26 4/26 +2 6/26 10/26 0/26
MultiMed S-M4T 25 0/25 1/25 +1 6/25 10/25 0/25

LibriSpeech WS 9 4/9 4/9 0 5/9 6/9 0/9
LibriSpeech WLv3 8 0/8 1/8 +1 1/8 1/8 0/8
LibriSpeech S-M4T 10 0/10 1/10 +1 1/10 2/10 0/10

Figure 3: (Left) Solid curves show strict targeted successes under the full G1–G4 gate cascade, while
dotted curves show partial source-span disruption under G1–G3, without necessarily realizing the
declared target. (Right) Realized bit-flip cost among strict-success certificates.

The real-speech corpora show lower but still informative reachability. Numeric pivots are denser
in LACC than in MultiMed or LibriSpeech; the constructible sets are correspondingly smaller
(Tnum = 20–26 on MultiMed and 8–10 on LibriSpeech), and several real-speech cells reach zero
strict successes. At B = 20, MultiMed yields 4/20 strict successes on WS, 2/26 on WLv3, and
0/25 on S-M4T; LibriSpeech yields 4/9, 0/8, and 0/10, respectively. We therefore treat LACC as a
controlled probe of semantic reachability and the real-speech corpora as harder external checks. The
zero-strict cells are not always inert. At B = 40, MultiMed/S-M4T reaches only 1/25 strict success,
but shows 6/25 partial cases and 10/25 decode changes. LACC/S-M4T similarly reaches 11/34
strict successes but 24/34 partial cases and 29/34 decode changes. Thus, source-span disruption
is often more reachable than declared-target realization, supporting the distinction between partial
semantic movement and strict target reachability.

Strict certificates are sparse; cost is backbone-dependent: Across 1,192 strict-success certificates,
the pooled median realized cost is three INT8 bit flips; single-bit certificates occur on every
backbone, with 9 on WS, 20 on WLv3, and 16 on S-M4T; and 629/1,192 certificates (52.8%)
commit at most three flips. The pooled statistic is dominated by WS volume. Backbone-conditioned
medians are 2 for WS (n = 771), 11 for WLv3 (n = 371), and 12 for S-M4T (n = 50). Harder
backbones therefore require denser realized flip sets when they succeed, but these are still sparse
certificates rather than heavy or diffuse parameter perturbations.

Blinded human validation audits semantic cleanliness: On a 105-output method-mixed validation
pool (Table 2), human-majority labels and a four-judge LLM ensemble agree on the composite human-
clean label with κ = 1.00. This validates the composite audit decision on the sampled pool, not every
automatic subgate globally: per-question agreement is lower, with κ ∈ [0.51, 0.85].

We also run a supplemental LLM-only audit for cross-backbone SMASH-hybrid coverage. The
four-judge ensemble labels 22/26 WS examples and 5/6 S-M4T examples as clean; combined with
the original WLv3 22/26, the cross-model SMASH-hybrid clean rate is 49/58 (84.5%). These
supplemental rows are not pooled with the shared human-validation set and are not used to compute
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Table 2: Validation summary: The shared n = 105 set is the basis for the human–LLM agreement
claim: human-majority labels and the four-judge LLM ensemble agree perfectly on the composite
clean_success label, with κ = 1.00. The supplemental SMASH-hybrid rows are LLM-only and
extend backbone coverage; they are not pooled with the shared human validation set and are not used
to compute κ. Full per-question, per-judge, and overlap analyses are in Appendix H.

Set Family / evidence n Clean Not clean Role

Shared human+LLM SMASH-hybrid 26 22 4 WLv3 slice
Shared human+LLM SMASH-decode 42 11 31 Cross-model ablation
Shared human+LLM SS-native 7 0 7 Targeted non-SMASH
Shared human+LLM PBS-CE-gated 16 0 16 Untargeted non-SMASH
Shared human+LLM SS-CE-gated 6 0 6 Non-SMASH CE-gated
Shared human+LLM TGRF-CE 8 0 8 Untargeted non-SMASH

Supplemental LLM-only SMASH-hybrid WS 26 22 4 Backbone audit
Supplemental LLM-only SMASH-hybrid WLv3 26 22 4 Existing validation slice
Supplemental LLM-only SMASH-hybrid S-M4T 6 5 1 Backbone audit
Supplemental LLM-only SMASH-hybrid total 58 49 9 WS + WLv3 + S-M4T

Table 3: Matched WS–LACC cross-method comparison. WER bands partition decoded outputs into
no effect, local movement, and high-WER drift; Strict separately requires the full G1–G4 declared-
target cascade. The table tests whether closest adaptable movement/degradation baselines realize
declared semantic targets under matched post-hoc gates; it is not a denominator-matched comparison
against a targeted span-CE or target-margin optimizer.

Method Targeted? B N No eff. Local Drift Strict

SMASH (hybrid) yes 20 100 59 40 1 26
SMASH (hybrid) yes 40 100 57 42 1 26

PBS-CE no 20 100 20 0 80 0
PBS-CE-gated no 20 180 92 88 0 0
URBF no 20 100 100 0 0 0
TGRF-CE no 20 100 61 39 0 0
TGRF-MSB no 20 100 98 2 0 0
TGRF-Uniform no 20 100 100 0 0 0

PBS-CE no 40 100 20 0 80 0
SilentStriker-native yes 40 200 138 7 55 0
SilentStriker-CE yes 40 100 10 6 84 0
SilentStriker-CE-gated yes 40 200 188 12 0 0

human–LLM κ. Per-question agreement is lower than composite agreement, with gate-level κ values
in the 0.51–0.85 range. We report per-question κ, per-judge breakdowns, and the held-out 24-item
human-overlap sanity check in Appendix H. The main analysis uses the composite clean_success
label because it matches the decision rule used to count accepted semantic substitutions.

Comparison scope: The cross-method comparison is an event-alignment diagnostic, not a direct
SOTA horse race. Prior bit-flip methods optimize different events, so we adapt the closest available
families and evaluate all outputs under the same post-hoc G1–G4 target-realization gates. The
comparison asks whether movement- or degradation-oriented faults realize declared semantic targets;
it does not claim optimality against a future targeted span-CE baseline designed for this event.

Movement-oriented baselines do not realize declared targets under matched gates: We compare
SMASH-hybrid against four baseline families: PBS [35], SilentStriker [46], URBF (uniform random
bit flips), and TGRF (top-grad random flips, with _uniform/_msb/_ce acceptance variants); each is
adapted to seq2seq ASR per Appendix F.1.

In the matched WS–LACC comparison of Table 3, every reported non-SMASH row lands zero
strict targeted substitutions, despite extensive transcript movement. The WER buckets show
three distinct failure modes. Random or MSB-restricted baselines mostly do not move the transcript:
URBF and TGRF-Uniform produce 100/100 no-effect outputs, TGRF-MSB 98/100. CE-driven
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methods move transcripts but not toward the declared target: PBS-CE at B=20 sends 80/100 outputs
into drift, SilentStriker-CE at B=40 sends 84/100, both with zero strict successes. Gated CE methods
suppress collapse and concentrate outputs in the local band, e.g., PBS-CE-gated with 88/100 local
edits, but still produce zero strict targeted substitutions. SMASH-hybrid converts movement into
an aimed semantic substitution that survives the readability and plausibility cascade. For example,
PBS-CE can move the transcript by collapse rather than targeted substitution, rewriting “Avery Chen
joined the call and greeted everyone warmly” as “A B”; for an audio-matched five-method comparison
on the same samples, see Table 21 in Appendix F.5. The SilentStriker family is configured for targeted
attacks, but on this matrix the auto-target builder did not engage on any sample; the runs executed
under the fallback objective. We report these rows as evidence about movement and drift, not as
successful SilentStriker target construction.

Locality realism re-shapes the reachable set, with preset-dependent sensitivity: Software-side
locality constraints substantially reshape strict reach on the harder backbones, but do not eliminate
SMASH-hybrid on the easier preset. On WS/LACC, the unconstrained baseline 24/45 is preserved
by page-local, rowhammer-row [14], cacheline-burst, blacksmith-burst [12], and collateral-noise,
each also reaching 24/45 target-realized. RowPress [19] drops WS to 15/45, and Half-Double [15] to
22/45. The harder backbones are more placement-sensitive. WLv3/LACC swings from 4/44 under
cacheline-burst to 17/44 under blacksmith-burst, a 4× difference on the same corpus. S-M4T/LACC
produces 0/34 strict successes under either burst mode, despite 9–17 decode changes and 9–14
partials. Locality is therefore not a binary kill-switch; it interacts with where each preset places useful
committed flips in memory. We treat the software locality constraints as necessary-condition realism
checks, not a complete physical-exploit simulation. We do not model DRAM row mapping [27],
refresh dynamics [8], or cache coherence. Full per-mode tables are in Appendix G.

7 Conclusion

We introduced SMASH, a framework for measuring targeted semantic reachability under sparse
INT8 weight-bit faults in quantized sequence-to-sequence ASR, and instantiated it on numeric/scalar
substitutions across three ASR backbones and three corpora. Targeted numeric substitutions are
reachable on all three backbones in the controlled LACC setting, with lower and more uneven
reachability on real-speech corpora. The realized costs are sparse (pooled median three INT8 bit flips,
with single-bit successes observed on every backbone), but strongly model- and corpus-dependent.
Independent human-majority and four-judge LLM-ensemble labels agree on the composite gate
outcome at κ=1.00, and non-SMASH bit-flip baselines move transcripts but do not realize the
declared semantic target under the same gates. The central conclusion is: aggregate transcript metrics
can miss sparse, plausible-looking substitutions on precisely the spans whose meaning matters
most, so semantic-integrity reachability is a robustness criterion distinct from WER drift or decode
movement.
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A Quantization Details and Parameter Presets

This appendix gives the quantization and parameter-surface details used by the threat model and
experimental setup. The goal is to make the perturbation domain explicit: SMASH does not perturb
arbitrary floating-point weights, but operates on stored INT8 codes inside a declared parameter preset
W .

A.1 INT8 quantization

We use the preset-scoped INT8 quantization defined in eq. (1) of Section 3; here we record the
implementation-side specifics that fix the perturbation domain. For 2D weights, scales are com-
puted per output row (si = maxj |Wij |/127); for non-2D tensors, a single tensor-level scale
(s = max |W |/127) is broadcast over the tensor. Rows whose maximum absolute value is zero are
assigned si = 1 to avoid division by zero; the corresponding codes are uniformly zero, so this case
is degenerate by construction. The scale tensor S is computed once at quantization time and is not
modified by the perturbation search: faults change only the integer code tensor q, while W̃ = S ⊙ q
is recovered through the fixed scales. Parameters outside the declared preset W remain at their
full-precision values.

Table 4: INT8 quantization scheme. Two-dimensional weights use rowwise max-absolute scaling.
Non-two-dimensional tensors use a single tensor-level max-absolute scale broadcast over the tensor.

Tensor type Scale definition Dequantization

2D weight matrix si = maxj |Wij |/127, Sij = si W̃ij = Sijqij
Non-2D weight tensor s = max |W |/127, S ≡ s W̃ = S ⊙ q
Zero-scale case scale set to 1 avoids division by zero
Code range q = clip(round(W/S),−128, 127) signed INT8 codes

A.2 Bit-flip semantics

A candidate perturbation flips one bit in one stored INT8 code. The implementation interprets the
signed code q through its unsigned 8-bit view qu = q mod 256 (equivalently, q & 0xFF in code),
toggles bit b by XOR with 2b, and remaps the result back to the signed range [−128, 127]:

q′u(b) = (qu ⊕ 2b), q′(b) =

{
q′u(b)− 256 if q′u(b) ≥ 128,

q′u(b) otherwise,
∆q(b) = q′(b)− q.

The induced dequantized perturbation at scalar coordinate u is

∆Wu(b) = Su ∆qu(b),

where Su is the fixed quantization scale at u from §A.1; only qu is touched by a flip, so the dequantized
perturbation is linear in the pre-computed scale. Canonical SMASH restricts b ∈ {0, . . . , 6} and
excludes the sign bit, with per-location cap K = 3, so no scalar INT8 coordinate may absorb
more than three bit flips in reported canonical runs; this policy and cap are summarized in Table 5.
Untargeted baselines (e.g., PBS, random) may permit the sign bit and use different caps; their bit
policies are reported with the corresponding baseline appendix.

A.3 Parameter-preset filtering

Each run restricts writes to a declared parameter preset W . The selector first filters to valid weight ten-
sors: parameters must be non-empty, end in .weight, and must not be biases or layer-normalization
parameters. The preset then selects an architecture-specific subset of those valid weights.

For Whisper-small.en and Whisper-large-v3, the canonical preset is

whisper_decoder_last2_plus_lm_head.

It selects the last two decoder layers and the output head candidate used by the model implementa-
tion. The selector treats proj_out.weight, lm_head.weight, and decoder embedding/output-tied
weights as output-head candidates when present.
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Table 5: Canonical bit-flip policy. The main SMASH-hybrid runs flip stored INT8 codes under
a fixed bit-position policy and per-location cap. Baselines may use different policies, which are
reported separately.

Quantity Canonical setting

Stored representation signed INT8 code q ∈ [−128, 127]
Bit interpretation two’s-complement unsigned toggle, then remap to signed INT8
Allowed bit positions {0, 1, 2, 3, 4, 5, 6}
Sign bit excluded in canonical SMASH
Per-location cap K = 3
Dequantized perturbation ∆Wu(b) = Su ∆qu(b)
Scale update scales are fixed during perturbation search

Table 6: Canonical parameter presets. Each preset is applied after filtering to valid weight tensors:
non-empty parameters ending in .weight, excluding biases and layer-normalization weights.

Model family Preset Selected parameter surface

WS / WL whisper_decoder_last2_plus_lm_head last two decoder layers plus output-head
/ output-embedding candidate

S-M4T seamless_encoder_last2_plus_adapter last two speech-encoder layers, speech
adapter, and shared embedding when
present

For SeamlessM4T-v2-large, the canonical preset is

seamless_encoder_last2_plus_adapter.

It selects the last two layers of speech_encoder.encoder, the speech-encoder adapter weights,
and the shared embedding matrix when present. This preset is intentionally acoustic-side: it probes
whether sparse perturbations to the speech-encoding and adapter surface can induce semantic substi-
tutions in the generated text.

A.4 Preset sanity checks

If a recognized preset matches zero tensors, the runner raises an error rather than silently falling
back to all weights. This prevents accidental experiments on an unintended parameter surface. The
selected tensor names are logged with each run cell through the command, metadata, and per-sample
artifacts. The compact verified-fault ledger stores the preset name and cell directory, while per-flip
tensor names and coordinates are retained in the per-sample JSONL records described in Appendix I.

The preset definitions are therefore part of the measurement protocol: cross-model differences should
be read as differences under the stated parameter surfaces, not as claims about unconstrained access
to every model weight.

B Outcome Gates and Strict-Rate Definition

This appendix gives the explicit math for the gate cascade summarized in Sections 3 and 4. We
evaluate each faulted transcript ŷF using a four-gate outcome definition. Gates G1–G3 measure
whether the output changes while remaining readable and close to the quantized baseline. Gate G4
measures whether the declared semantic target is realized.

G1 Decode change. The normalized faulted transcript differs from the normalized quantized base-
line:

norm(ŷF ) ̸= norm(y0). (5)

Normalization removes punctuation, casing, whitespace variation, and equivalent numeric
formatting.

G2 Readability. The output passes an automatic readability and degeneracy guard: it is non-empty,
has bounded length ratio relative to y0, and contains no extreme character-level or word-level
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repetition loops. This is an automatic well-formedness proxy, not a claim of human-perceived
naturalness.

G3 Transcript proximity. The output remains close to the quantized baseline under edit distance:

WER(ŷF , y0) ≤ τwer. (6)

In all main experiments, τwer = 0.20. This gate excludes global transcript collapse while
allowing localized semantic drift.

G4 Target realization. For target-constructible samples with target tuple τ(x) = (k, s, r), the
faulted transcript realizes the declared target r in the aligned neighborhood of the source
span s, according to pivot-class–specific canonicalization and alignment rules:

Hitk(ŷF ; y0, s, r) = 1. (7)

Here Hitk canonicalizes the relevant surface forms for class k—for example, numeric-form
equivalence for numeric pivots, entity-surface matching for named entities, and polarity
matching for negation—and requires the target realization to be localized to the selected
semantic pivot rather than appearing only elsewhere in the transcript. Localization is
enforced by requiring the canonicalized target r to occur in the alignment window of s,
computed by token-level alignment against y0; targets appearing only outside this window
are not counted as hits. The pivot-specific hit rules are detailed in Section 4. This gate
is evaluated for any method on matched target-constructible samples; targeted methods
optimize for it, untargeted baselines do not.

A strict semantic success is a fault configuration F for which all four gates hold:

Strict(x, F ) = 1{G1 ∧ G2 ∧ G3 ∧ G4}. (8)

For a set of target-constructible samples T , we report strict rate as

StrictRate =
1

|T |
∑
x∈T

1{∃F : |F | ≤ B, Strict(x, F ) = 1}. (9)

This gate structure makes the comparison to untargeted baselines well-defined. Baselines may achieve
decode movement or high-WER drift without satisfying the target-realization gate. Conversely, a
baseline can only count as a strict semantic success if it realizes the same declared target under the
same gates.

C LACC Construction

LACC is a 100-utterance controlled text-to-speech (TTS) evaluation harness designed to expose
targeted semantic substitutions on four pivot classes. This appendix accompanies the references in
Section 5 and documents motivation, composition, construction and validation protocol, pivot-density
statistics, TTS configuration, corpus artifacts, and scope. LACC is not a natural-speech benchmark;
real-speech evidence is reported separately on MultiMed and LibriSpeech.

C.1 Motivation: why a controlled corpus is needed

Targeted semantic-reachability evaluation requires four conditions that no single public ASR cor-
pus jointly satisfies. (i) Pivot density. Real-speech corpora used in this work yield small target-
constructible counts (|Tnum| ∈ {8, 9, 10} on LibriSpeech, 20–26 on MultiMed; see Appendix E.2),
which limits budget-conditioned plateau analysis and produces wide Wilson confidence intervals.
(ii) Decode-baseline cleanliness. Strict success is defined relative to the quantized baseline tran-
script y0. If y0 already mis-transcribes the pivot span, the strict-rate event becomes confounded
with quantization-only error rather than fault realization. Real-speech recordings carry acoustic
noise, accent variation, and speaker effects that can perturb y0 on the pivot span itself, blurring
the attack-success signal. (iii) Pivot purity. Attributing observed reachability differences to pivot
class requires clean separation between numeric-only, entity-only, negation-only, and mixed pivots.
Natural utterances rarely admit such a partitioning by construction, so a real-speech-only design
would entangle pivot-class effects with utterance-level confounds. (iv) Reproducibility without
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audio redistribution. Public ASR corpora with high-density safety-relevant pivots are commonly
encumbered by redistribution restrictions; a controlled-TTS corpus can be regenerated from its text
and a TTS pipeline, removing that licensing barrier.

LACC is not a substitute for natural-speech evaluation. Its purpose is to provide a small, controlled,
deterministic-prosody anchor on which targeted-reachability claims can be measured cleanly; real-
speech generalization is then assessed separately on MultiMed and LibriSpeech.

C.2 Composition

The corpus contains 100 utterances, evenly split across four pivot categories:

• numeric_only (25 rows): a single numeric pivot, e.g. “She took 5 mg of ibuprofen before
bed last night” with pivot_span="5 mg".

• entity_only (25 rows): a single named-entity pivot (person or organization), e.g. “Avery
Chen joined the call and greeted everyone warmly” with pivot_span="Avery Chen".

• negation_only (25 rows): a single negation marker, e.g. “I did not hear the last word
clearly over the noise” with pivot_span="did not".

• mixed_all_three (25 rows): a contiguous span containing one element from each of
the other three classes, e.g. “Avery Chen did not take 5 mg of aspirin after lunch” with
pivot_span="Avery Chen did not take 5 mg".

Each row carries fields id, category, pivot_type, pivot_span, reference, and audio_path;
the manifest is datasets/synthetic/synthetic_wa.jsonl.

C.3 Construction and validation protocol

References were authored by hand and not LLM-generated; the “LLM-assisted” label refers to seed
prompting during early drafting only. An LLM was used informally to elicit candidate sentence shells
per category; the authors manually verified a small number of these candidates and then rewrote or
discarded the rest before any audio was rendered. The corpus prose in synthetic_wa.jsonl is the
post-rewrite output, not the LLM-elicited material; no specific model identifier or prompt template is
therefore declared.

Each utterance was reviewed to satisfy three constraints: (i) the pivot_span appears as a contiguous
substring of reference; (ii) the pivot is embedded in a complete sentence with surrounding context
tokens, so that plausibility (G3) and proximity (τwer) gates remain meaningful; and (iii) for the three
single-class categories, no out-of-class pivot is present (e.g., numeric_only samples contain no
negation markers). Length is constrained to short clauses so that TTS prosody is uniform and search
budgets are comparable across utterances.

Validation is a manual review pass on every candidate against the three constraints above, plus
a check for duplicate pivot_span reuse that would compromise category purity, plus a TTS-
comprehensibility check that the rendered audio is decodable to text close to the reference under all
three backbones in the unperturbed quantized configuration. No automated named-entity-recognition
or negation-detection tool was applied; constraint enforcement is fully manual by design, since the
corpus is small enough that a single review pass per row is feasible and avoids tool-induced false
positives on category purity. Candidates that failed any check were rewritten and re-reviewed; the
final corpus is the post-review output.

C.4 Pivot-density statistics

• Reference length: 9–13 words (mean 10.2), 41–73 characters (mean 56.5).
• Single pivot span per utterance.
• Pivot uniqueness: 93 unique pivot_span values across 100 rows; the seven repeats are

common negation markers (e.g., did not, can’t) reused across distinct sentences.
• Pivot length: 1–3 tokens for entity and negation pivots; 1–4 tokens for numeric pivots (digit

+ optional unit such as mg, ml, degrees Celsius, bpm); 5–10 tokens for mixed pivots, which
span all three classes.
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The numeric/scalar subset used in the main study covers the 25 numeric_only rows plus the numeric
component of mixed_all_three; target-constructible counts |Tnum| per backbone differ slightly
because the automatic target-construction procedure (Section 4) requires the source span to be
token-alignable under each backbone’s tokenizer.

C.5 TTS configuration

Audio is generated by src/TTS.py using the Coqui TTS Python API with the model
tts_models/en/ljspeech/vits (single-speaker English VITS trained on LJSpeech). Decoding
is deterministic. Each utterance is rendered to one mono 16-bit PCM WAV at 16 kHz, match-
ing the input sample rate expected by Whisper-small.en, Whisper-large-v3, and SeamlessM4T-
v2-large with no further resampling. Audio durations span 2.82–7.62 seconds (mean 4.49, me-
dian 4.31); the total corpus duration is approximately 7.5 minutes. Audio files are written to
datasets/synthetic/audio/{id}.wav.

For reproducibility, the TTS pipeline used the Coqui TTS package (TTS==0.22.0) with model
tts_models/en/ljspeech/vits. The canonical invocation is:

python -m src.TTS –in <seed.jsonl> –out datasets/synthetic/synthetic_wa.jsonl
–audio_dir datasets/synthetic/audio –backend coqui –model
tts_models/en/ljspeech/vits

Rendered audio is converted to 16 kHz mono with ffmpeg:

ffmpeg -i <in.wav> -ac 1 -ar 16000 <out.wav>

The WAV files are therefore stored in the same 16 kHz mono format used for evaluation.

C.6 Corpus artifacts

The LACC corpus comprises three artifacts: (i) the JSONL manifest
datasets/synthetic/synthetic_wa.jsonl with one row per utterance carrying id, category,
pivot_type, pivot_span, reference, and audio_path; (ii) rendered 16 kHz mono 16-bit
PCM WAV files at datasets/synthetic/audio/{id}.wav for the full 100-utterance set
(≈ 7.5 minutes, ≈ 15 MB uncompressed); and (iii) the generation script src/TTS.py with the
canonical invocation listed above, which renders the full corpus from the manifest. The public
corpora MultiMed and LibriSpeech are used through their own public sources and are identified per
cell by sample manifest.

C.7 Scope and limitations

LACC is a controlled-prosody, single-speaker TTS harness. Recording conditions, acoustic variability,
accent diversity, and speaker variation are absent by design. The TTS backbone is fixed (Coqui VITS
/ LJSpeech); changing the synthesizer would change the prosody distribution presented to the ASR
backbones and could shift the per-cell strict-rate ceiling. LACC results should be read as controlled
reachability evidence on rendered audio, not as natural-speech generalization. Real-speech evidence
is reported separately on MultiMed (medical-domain ASR with safety-relevant numeric and entity
content) and LibriSpeech (clean-read benchmark, lower pivot density).

D Method Ablations

This appendix collects the method-side ablations referenced in Section 4. §D.1 is the controlled span-
conditioned objective ablation that supports the main-text claim that target construction and target
promotion are load-bearing. §D.2 is an acceptance-mode configuration reference, not a controlled
ablation; the caveat is repeated at the head of that subsection because the two acceptance arms differ
on several search and ranking knobs in addition to acceptance mode.

D.1 Span-Conditioned Objective Ablation

This appendix accompanies the reference in Section 4. We ablate the target-enabled component of
the span-conditioned objective in the v27 implementation and report its effect on decoded outcomes.
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Because the target-off arm disables target construction entirely, this appendix reports raw outcome
counts over N=100 rather than StrictRate over the target-constructible denominator |T |.

D.1.1 Setup

The span-conditioned objective in Equation 3 combines a non-critical preservation term, a negative-
weighted loss on the original pivot context, and a target-promotion term when a target label
is available. In the v27 implementation, the closest valid target-off arm is obtained by setting
–smash_target_enable 0. This disables target construction and therefore conditionally removes
the γ · target_CE contribution while leaving the masked α-break objective active. There is no
separate ce setting for –smash_mask_style, so this is the nearest implementation-faithful ablation
of the target-promotion pathway.

We evaluate this ON/OFF contrast on Whisper-small.en × LACC at B ∈ {5, 20} with N=100, seed
42, max_steps=30, hybrid acceptance, and γtarget = 20 in the target-enabled arm. The canonical
target-enabled arm constructs targets on |T | = 92 samples. The target-off arm constructs no targets
by design, so |T | = 0 for that arm and StrictRate is undefined. For this reason, Table 7 reports raw
counts over N=100 rather than rates over |T |.

D.1.2 Result

Table 7 reports the matched outcomes. Disabling target construction and target promotion reduces
strict decoded successes at both budgets and shifts the movement profile toward fewer local edits and
more high-WER drift at B=20.

Table 7: Span-conditioned objective ablation on WS × LACC. Counts are over N=100 samples.
The target-off arm disables target construction with –smash_target_enable 0, so |T | = 0 and
StrictRate is undefined for that arm. |F | median is computed over strict-success samples only.

Configuration B Strict Local Drift |F | Median

(target_enable=1) 5 22 43 7 2
(target_enable=0) 5 6 32 7 3

(target_enable=1) 20 25 44 1 2
(target_enable=0) 20 9 21 7 3

At B=5, strict count drops from 22 to 6. At B=20, strict count drops from 25 to 9. The target-off
arm therefore recovers only a minority of the strict events found by the target-enabled configuration.
Median realized cost over strict-success samples also increases from 2 to 3 flips, indicating that the
target-off search requires more committed perturbations even when it reaches a strict decoded event.
At B=20, local edits fall from 44 to 21, while high-WER drift rises from 1 to 7, consistent with
source disruption becoming less anchored to a declared target.

D.1.3 Interpretation

This ablation should be read as an implementation-faithful test of whether target construction and
target promotion are load-bearing in v27. It is not a denominator-matched StrictRate comparison,
because disabling smash_target_enable also disables construction of the target tuple used to
define |T |. The appropriate comparison is therefore the raw decoded outcome profile over the same
N=100 samples.

Under that comparison, the target-enabled objective is clearly more effective. The masked preserve-
and-break structure alone can still produce some strict decoded events, but it finds far fewer of them,
with higher realized cost and more drift. This supports the main methodological claim: SMASH is not
merely an untargeted source-disruption search. Its target-construction and target-promotion pathway
materially increases the rate at which sparse INT8 faults realize declared semantic substitutions under
the decode-time gate cascade.
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D.2 Acceptance-Mode Configuration Reference: Decode-Only vs Hybrid

This is not a controlled ablation. The two configurations compared here differ on multiple axes
in addition to acceptance mode: the target-strength γ, smash_decode_trials, the ranking-flag
set (smash_ent_logit_impact_ranking, smash_neg_logit_impact_ranking), the negation-
shrinking-target flag, and the negation bundle size. Any observed difference in strict rate therefore
reflects a joint configuration choice rather than the isolated effect of switching acceptance mode. We
include the comparison only to document the acceptance-mode settings that produced the main-text
strict-rate numbers and to make replication of those numbers unambiguous.

This subsection accompanies the reference in Section 5. We compare the strict decode-only reference
configuration against the hybrid acceptance strategy used in the main paper. The comparison separates
the report-time success criterion from the search-time acceptance rule.

D.2.1 Decode-only acceptance

Decode-only acceptance commits a candidate only when the full gate cascade G1–G4 holds on
the decoded transcript after the candidate is applied. This is the strictest search-time acceptance
rule: every committed update is already a verified semantic fault under the threat model, with no
surrogate-driven intermediate moves.

The decode-only configuration retained here corresponds to the family-A configuration developed first
during method tuning. It uses Whisper-small.en, the whisper_decoder_last2_plus_lm_head
preset, decode-only acceptance, smash_decode_trials=6, target strength γ = 20, and the
auxiliary settings smash_neg_shrinking_target=1, smash_ent_logit_impact_ranking=1,
smash_neg_logit_impact_ranking=1, and smash_neg_bundle_size=3. We retain this config-
uration as a strict-acceptance reference, not as the canonical main-paper configuration.

D.2.2 Reference comparison

Table 8 reports strict-success count on Whisper-small.en × LACC across the budget sweep. Hybrid
acceptance is the canonical configuration of the main paper: γ = 10, smash_decode_trials=2,
default ranking, and default bundle settings. Decode-only uses the family-A configuration described
above.

Table 8: Strict-success counts at N=100. At B=20 the hybrid configuration recovers roughly
13× more strict successes than the decode-only reference; note that the reference also differs in
γ, smash_decode_trials, ranking flags, and negation bundle settings (see §D.2, “Decode-only
acceptance”), so the gap should be read as a strict-acceptance reference rather than an isolated
acceptance-rule ablation.

Acceptance B=1 B=2 B=3 B=4 B=5 B=10 B=20 B=40

Decode-only reference 0 2 2 2 2 2 2 2
Hybrid canonical 0 14 18 20 22 25 26 26

The decode-only reference plateaus at 2 strict successes from B=2 onward; the hybrid configuration
crosses double digits at B=2 and saturates at 26 successes by B=20.

D.2.3 Interpretation: search-time bridge versus report-time success

The gap is not a relaxation of the reported success criterion. Both configurations report only
certificates that satisfy the full gate cascade G1–G4 at decode time on the final committed flip set.
The difference is the search-time rule used to reach that final state.

Decode-only acceptance rejects moves that improve the proposal objective but have not yet caused
the decoded transcript to realize the declared target. In an autoregressive decoder, small parameter
perturbations often shift internal scores without crossing the decode boundary. Hybrid acceptance
permits the search to retain such surrogate-improving moves while an intermediate WER cap is held,
allowing several small parameter changes to accumulate before the decoded output transitions. A
sample is still counted only when the final decoded transcript satisfies G1–G4.
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Table 9: Full strict-success budget sweep. Strict counts for canonical SMASH-hybrid on each
model–dataset cell. Rates should be computed as strict/|T |. The B=100 column is a LACC sidecar
only and is not part of the main grid.

Model Corpus N |T | B=1 B=2 B=3 B=4 B=5 B=10 B=20 B=40 B=100

WS LACC 100 84 0 14 18 20 22 25 26 26 26
WS MultiMed 100 31 0 1 2 3 3 5 5 5 –
WS LibriSpeech 100 31 0 3 3 3 5 7 7 7 –

WLv3 LACC 100 82 0 1 1 1 2 7 21 25 25
WLv3 MultiMed 100 39 0 0 0 0 0 0 2 4 –
WLv3 LibriSpeech 100 30 0 0 0 0 0 1 1 2 –

S-M4T LACC 100 82 0 0 0 0 0 0 6 12 12
S-M4T MultiMed 100 42 2 2 2 2 2 2 2 3 –
S-M4T LibriSpeech 100 31 0 0 0 0 0 0 0 1 –

Because the decode-only reference also differs in several tuning knobs, its absolute count is a strict-
acceptance reference rather than a perfectly isolated ablation of acceptance strategy. The qualitative
conclusion is nevertheless clear: requiring every intermediate committed state to satisfy G4 makes
the search much less efficient, while hybrid acceptance recovers the reachable set without relaxing
the final reporting metric.

E Full Results and Uncertainty

This appendix consolidates the full per-cell results and the uncertainty/sensitivity evidence for the
main SMASH-hybrid rates. §E.1 reports the per-cell budget sweep used to compute the headline
numbers in Section 6. §E.2 reports Wilson 95% confidence intervals for the rate estimates. §E.3
sweeps the bundle size, transcript-proximity threshold, and target strength to verify that the canonical
configuration lies in a stable regime rather than at a knife-edge hyperparameter setting.

E.1 Full Per-Cell Budget Sweep

This appendix provides the full per-cell budget sweep underlying Section 6. The main text reports the
compact cross-model/cross-corpus targetability table at B=20 and the saturation curves; here we
report the raw strict-success counts across budgets for every model–corpus cell.

Unless otherwise stated, all rows use the canonical SMASH-hybrid configuration from Section 5:
deterministic decoding, seed 42, N=100 samples per cell, automatic target construction over {num,
ent, neg} (numeric/scalar outcomes reported in this paper; entity and negation construction is a
legacy all-pivot diagnostic), bundle size 1, K = 3, τwer = 0.20, and sign-bit flips excluded. Strict
counts are shown as raw counts; strict rates in the main text are computed as strict/|T |, where |T | is
the target-constructible denominator.

E.1.1 Strict-success counts across budgets

Table 9 reports strict-success counts for each model–corpus cell across the main budget sweep

B ∈ {1, 2, 3, 4, 5, 10, 20, 40}.

For LACC, we additionally include the B=100 sidecar used in Section 6. The sidecar is not part of
the main grid; it is included only to test whether the synthetic reachable set grows beyond the high
end of the main sweep.

The main pattern is saturation. Strict success is non-decreasing in B, as expected, but most cells
plateau by B=20–40. On LACC, the B=100 sidecar produces no additional strict successes beyond
the high-budget plateau on any backbone. This supports the interpretation in Section 6: within
the canonical perturbation class and acceptance cascade, the measured reachable set is structurally
bounded rather than simply under-budgeted.
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Table 10: Movement decomposition at B=20 over all N samples. No-effect (WER=0), local
(0<WER≤0.20), and drift (WER>0.20) are over N and partition each row. Partial uses the
overlapping definition (target constructed, G1∧G2∧G3 pass, source pivot span count drops in the
adversarial transcript; no strict-fail guard. Partial overlaps with strict by construction; partial ≥ strict
where source displacement accompanies target realization. Values are verified per-sample logs.

Model Corpus N |T | No eff. Local Drift Partial Strict

WS LACC 100 84 59 40 1 25 26
WS MultiMed 100 31 84 14 2 8 5
WS LibriSpeech 100 31 81 18 1 7 7

WLv3 LACC 100 82 70 29 1 25 21
WLv3 MultiMed 100 39 73 27 0 7 2
WLv3 LibriSpeech 100 30 84 15 1 3 1

S-M4T LACC 100 82 52 42 6 29 6
S-M4T MultiMed 100 42 64 27 9 8 2
S-M4T LibriSpeech 100 31 73 22 5 2 0

E.1.2 Movement decomposition at the canonical budget

Table 10 reports the post-hoc movement decomposition at the canonical analysis budget B=20.
No-effect, local-movement, and high-WER drift categories partition all N=100 samples in each
cell. Source-disrupted partials and strict successes are reported as additional target-conditioned
raw counts on the target-constructible subset |T |. Following the main-paper definition (Section 5),
partial is computed without a strict-fail guard: it counts every sample where a target was constructed,
G1∧G2∧G3 pass, and the source pivot span appears fewer times in the adversarial transcript than in
the baseline. Partial therefore overlaps with strict by construction, and partial ≥ 0 is expected to be at
least the strict count whenever the search displaces the source span on accepted samples.

This decomposition separates two phenomena that are conflated by aggregate transcript-change
metrics. Some cells produce many local edits but few strict target hits; others produce a smaller
number of edits but a cleaner strict-success profile. Source-disrupted partials indicate that the
selected source span was affected without a strict target realization; they are diagnostic of source-side
movement, not an alternative success metric.

E.1.3 Relationship to main-text rates

The strict counts in Table 9 should be read together with the target-constructible denominator |T |.
The main paper reports StrictRate as strict/|T |, not strict/N . We include N and |T | in the appendix
tables so that readers can recompute every rate reported in Section 6 and verify that cross-corpus
differences are not caused by a hidden denominator shift.

For example, LACC has the largest |T | because it is constructed to contain dense meaning-critical
spans. MultiMed and LibriSpeech contain fewer target-constructible opportunities, so their raw strict
counts are lower partly because the target-construction ceiling is lower. This is why the main text
distinguishes target coverage from search efficacy.

E.1.4 Real-speech budget evidence is matched up to B=40; B=100 is LACC-only

The matched B=20→B=40 numeric-pivot sweep is complete on all six real-speech cells in Table 9
(WS, WLv3, S-M4T × MultiMed, LibriSpeech). The B=100 sidecar control was run on LACC only;
we therefore phrase the plateau finding in Section 6 as a controlled-corpus claim and do not extend it
to real speech. Cells not run are reported as not run (rendered as “–”) and we do not impute zero
values for missing cells.

E.2 Confidence Intervals

This appendix reports Wilson score 95% confidence intervals for the main rate estimates. We
use Wilson intervals rather than normal approximations because several cells have small target-
constructible denominators or zero observed successes. For target-conditioned SMASH rates,
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Table 11: Numeric/scalar targetability across models × datasets at B=20 SMASH-hybrid.
Per-cell denominator is |Tnum| (numeric-target-constructible samples in the cell), drawn from the
Target_built table at B=20, N=100, seed 42. Wilson 95% CIs computed from (strict, |Tnum|).
The MultiMed × S-M4T cell (0/25) and the LibriSpeech × {WLv3, S-M4T} cells are bona-fide
zeros. LibriSpeech denominators are small (|Tnum| ∈ {8, 9, 10}); the wide CIs reflect that small-
sample uncertainty rather than imprecision of the underlying measurement.

Corpus Model |Tnum| Strict Partial Rate 95% CI

LACC WS 45 24 24 0.533 [0.391, 0.671]
LACC WLv3 44 19 21 0.432 [0.297, 0.578]
LACC S-M4T 34 5 20 0.147 [0.065, 0.302]

MultiMed WS 20 4 4 0.200 [0.081, 0.416]
MultiMed WLv3 26 2 5 0.077 [0.021, 0.241]
MultiMed S-M4T 25 0 4 0.000 [0.000, 0.133]

LibriSpeech WS 9 5 4 0.556 [0.267, 0.811]
LibriSpeech WLv3 8 0 0 0.000 [0.000, 0.324]
LibriSpeech S-M4T 10 0 0 0.000 [0.000, 0.278]

Table 12: Wilson 95% CIs for cross-cell strict-success rate at B=20. Rates are #strict/|T | over
the target-constructible subset. Wilson intervals are robust to the small denominators on real-world
data. (Pooled-pivot view; the numeric-only matched view is in Table 11.)

Corpus Model |T | Strict Rate Wilson 95% CI

LACC WS 84 26 0.310 [0.221, 0.415]
LACC WLv3 82 21 0.256 [0.174, 0.360]
LACC S-M4T 82 6 0.073 [0.034, 0.151]

MultiMed WS 31 5 0.161 [0.071, 0.326]
MultiMed WLv3 39 2 0.051 [0.014, 0.169]
MultiMed S-M4T 42 2 0.048 [0.013, 0.158]

LibriSpeech WS 31 7 0.226 [0.114, 0.398]
LibriSpeech WLv3 30 1 0.033 [0.006, 0.167]
LibriSpeech S-M4T 31 0 0.000 [0.000, 0.110]

intervals are computed over |T |. For cross-method absolute event-rate comparisons, intervals are
computed over the evaluated sample count N .

The confidence intervals support the main separation claims. On WS × LACC, SMASH-hybrid
produces a nonzero strict-event rate over N with Wilson 95% CI [0.184, 0.354], while every untar-
geted baseline has upper bound at most 0.037 in the matched cross-method table. The validation-set
separation is also large: on the n=105 shared validation set (Section 6, Appendix H), SMASH-hybrid
has Wilson clean-rate CI [0.665, 0.939], while non-SMASH baselines have upper bounds at most
0.390. Cross-dataset degradation is visible in the target-conditioned intervals, especially for WLv3
and S-M4T real-speech cells. We avoid pairwise non-overlap claims because the S-M4T synthetic
interval [0.034, 0.151] overlaps several real-speech intervals, and we report intervals so readers can
assess specific comparisons directly.

E.3 Hyperparameter Sensitivity

This appendix accompanies the references in Sections 4 and 5. We sweep three search and acceptance
hyperparameters on Whisper-small.en × LACC at B=20: bundle size, transcript-proximity threshold,
and target strength. The goal is to check whether the canonical configuration lies in a stable regime
rather than at a knife-edge setting.

All sweep cells hold the non-swept knobs at family-A tuning (γ=20 where not swept, LIR
on with smash_ent_logit_impact_ranking=1 and smash_neg_logit_impact_ranking=1,
smash_neg_shrinking_target=1, and smash_neg_bundle_size=3). The main-paper canoni-
cal configuration uses γ=10 and LIR off but the same swept-knob values (bundle size 1, τwer = 0.20);

23



Table 13: Wilson 95% CIs along the SMASH-hybrid budget sweep on LACC. Rates are
#strict/|T | for each model. The B=100 row is a sidecar; |T | is fixed per model. Saturation
B → 100 is verified: the WS, WLv3, and S-M4T strict CIs do not move past their B=40 values.

WS (|T |=84) WLv3 (|T |=82) S-M4T (|T |=82)

B Rate 95% CI Rate 95% CI Rate 95% CI

1 0.000 [0.000, 0.044] 0.000 [0.000, 0.045] 0.000 [0.000, 0.045]
2 0.167 [0.102, 0.261] 0.012 [0.002, 0.066] 0.000 [0.000, 0.045]
3 0.214 [0.140, 0.313] 0.012 [0.002, 0.066] 0.000 [0.000, 0.045]
4 0.238 [0.160, 0.339] 0.012 [0.002, 0.066] 0.000 [0.000, 0.045]
5 0.262 [0.180, 0.365] 0.024 [0.007, 0.085] 0.000 [0.000, 0.045]

10 0.298 [0.210, 0.402] 0.085 [0.042, 0.166] 0.000 [0.000, 0.045]
20 0.310 [0.221, 0.415] 0.256 [0.174, 0.360] 0.073 [0.034, 0.151]
40 0.310 [0.221, 0.415] 0.305 [0.216, 0.411] 0.146 [0.086, 0.239]

100 0.310 [0.221, 0.415] 0.305 [0.216, 0.411] 0.146 [0.086, 0.239]

Table 14: Wilson 95% CIs for the cross-method comparison on WS × LACC. Rates in this table
are absolute strict-event rates over the evaluated sample set N , used for cross-method separation.
Some baseline rows aggregate multiple evaluated slices; reported N is the pooled evaluated count
for that method, with per-cell breakdowns reported in Appendix F. Target-conditioned SMASH
StrictRate values over |T | are reported in Table 12.

Method Targeted? B N Strict / N Wilson 95% CI

SMASH (hybrid) yes 20 100 26/100 = 0.260 [0.184, 0.354]
SMASH (hybrid) yes 40 100 26/100 = 0.260 [0.184, 0.354]

PBS-CE no 20 100 0/100 = 0.000 [0.000, 0.037]
PBS-CE no 40 100 0/100 = 0.000 [0.000, 0.037]
PBS-CE-gated no 20 180 0/180 = 0.000 [0.000, 0.021]
URBF no 20 100 0/100 = 0.000 [0.000, 0.037]
TGRF-CE no 20 100 0/100 = 0.000 [0.000, 0.037]
TGRF-MSB no 20 100 0/100 = 0.000 [0.000, 0.037]
TGRF-Uniform no 20 100 0/100 = 0.000 [0.000, 0.037]
SilentStriker-native yes 40 200 0/200 = 0.000 [0.000, 0.019]
SilentStriker-CE yes 40 100 0/100 = 0.000 [0.000, 0.037]
SilentStriker-CE-gated yes 40 200 0/200 = 0.000 [0.000, 0.019]

these sweeps therefore probe the stability of the swept knobs, not a denominator-matched main-paper
ablation.

E.3.1 Bundle size

Bundle size is the number of high-ranked candidate flips that SMASH evaluates jointly per search
step (Section 4). Larger bundles cross the autoregressive decoder boundary more aggressively but
can commit more flips per step. Table 15 reports strict success and realized cost across bundle sizes 1,
2, and 3 with all other settings held fixed.

Table 15: Bundle-size sensitivity on WS × LACC at B=20. Strict counts are reported for the
matched sweep. The |F | mean is computed over strict-success samples only. Larger bundles slightly
increase strict count but also increase realized perturbation cost.

Bundle size Strict |F | Mean

1 25 3.2
2 25 3.9
3 29 4.8

Bundle sizes 1 and 2 produce the same strict count in this sweep. Bundle size 3 produces four
additional strict successes at higher realized cost. We adopt bundle size 1 as canonical because it
gives more parsimonious certificates while preserving the main reachable set.
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E.3.2 Plausibility threshold τwer

The transcript-proximity component of gate G3 requires WER(ŷF , y0) ≤ τwer. The canonical setting
is τwer = 0.20. Table 16 sweeps τwer on WS and WLv3 at B=20.

Table 16: Transcript-proximity threshold sensitivity at B=20. Counts report strict successes as
τwer is varied. The final column disables the plausibility gate G3 (–mislead_require_plausible
0) and should be read as an upper-bound diagnostic rather than a reported operating point.

Model τ=0.10 τ=0.15 τ=0.20 τ=0.25 τ=0.30 G3 off

WS 17 21 25 26 27 29
WLv3 17 22 22 22 22 22

WS strict success rises as the threshold relaxes from 0.10 to 0.20, then increases only modestly
beyond that point. WLv3 reaches its plateau by τwer = 0.15. The canonical τwer = 0.20 lies in a
stable regime for both backbones.

E.3.3 Target strength γ

The target-promotion term in LSMASH is weighted by γ. Table 17 sweeps γ on WS × LACC at
B=20.

Table 17: Target-strength sensitivity on WS × LACC at B=20. Strict success is approximately
constant across the tested range.

γ = 5 γ = 10 γ = 15 γ = 20 γ = 30

Strict 24 25 25 25 24

Strict success is approximately flat across γ ∈ {5, 10, 15, 20, 30}. The canonical γ = 10 is adopted
because it lies in the stable part of the sweep and matches the default configuration.

E.3.4 Summary

Across bundle size, transcript-proximity threshold, and target strength, the canonical configuration
lies within a robust regime. Strict reachability under the main SMASH configuration is therefore not
an artifact of a finely tuned hyperparameter setting.

F Cross-Method Comparison

This subsection expands the cross-method comparison summarized in Section 6. The purpose of the
comparison is not to show that SMASH maximizes transcript movement. It is to distinguish two
different measurement events: untargeted transcript movement versus declared targeted semantic
substitution. Baseline bit-flip methods can change transcripts, but under the same post-hoc target-
realization gates they do not realize the declared source→target semantic edit.

F.1 Baseline adaptation protocol

We adapt prior bit-flip baselines to the same quantized seq2seq ASR setting by holding fixed the
model, dataset, sample manifest, quantization scheme, parameter preset, seed, decoding configuration,
and target-construction pipeline whenever the corresponding run is available. PBS-CE adapts
Progressive Bit Search by ranking INT8 bit flips using the gradient of teacher-forced cross-entropy
on the quantized baseline transcript y0; it is untargeted because it maximizes transcript loss rather
than promoting the declared semantic target. PBS-CE-gated uses the same proposal rule but only
commits decoded outputs that pass non-target readability and proximity gates. SilentStriker-native
is configured as a targeted attack in its native form (module-level sign-bit search); on the WS×LACC
matrix the auto-target builder did not engage on any sample, so the reported runs executed under the
family’s untargeted CE-fallback objective, as disclosed in the baseline-results discussion. We retain
these rows as evidence about transcript movement under that fallback, not as successful SilentStriker
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Table 18: Per-method adaptation summary for the cross-method comparison. Each method
uses its native objective and bit-position policy. We keep the model, dataset, sample manifest,
quantization scheme, parameter preset, seed, decoding configuration, and target-construction pipeline
fixed whenever the corresponding run is available. Bit policy reports candidate INT8 bit positions:
0..6 excludes the sign bit, 0..7 includes it, and 7-only means sign-bit only.
Method Search objective Acceptance rule Bit policy Targeted?

SMASH-hybrid Span-conditioned objective with
target term

Hybrid proposal plus
G1–G4

0..6 Yes

SMASH-decode Span-conditioned objective with
target term

Decode-only G1–G4 0..6 Yes

PBS-CE Teacher-forced CE on y0; maxi-
mized

None 0..7 No

PBS-CE-gated Teacher-forced CE on y0; maxi-
mized

Readability and prox-
imity gates

0..7 No

SilentStriker-native Native module-level sign-
bit search; CE fallback on
WS×LACC

Gate cascade 7-only Native
targeted;
fallback here

SilentStriker-CE Teacher-forced CE on y0; maxi-
mized

None 0..6 No

SilentStriker-CE-
gated

Teacher-forced CE on y0; maxi-
mized

Readability and prox-
imity gates

0..6 No

URBF Uniform random flip locations None 0..7 No
TGRF-CE Top-K gradient locations with

CE acceptance
Gated 0..7 No

TGRF-MSB Top-K gradient locations with
MSB-only flips

Gated 7-only No

TGRF-Uniform Top-K gradient locations with
uniform bit choice

Gated 0..7 No

target construction. SilentStriker-CE replaces the native objective with the same teacher-forced CE
objective used for the PBS adaptations; SilentStriker-CE-gated adds the same decoded-output gates.
URBF samples flip locations uniformly from the eligible parameter pool. The TGRF family draws
candidate locations from the top-K coordinates by gradient magnitude and varies the bit policy across
three variants: tgrf_ce uses CE-driven acceptance, tgrf_msb is most-significant-bit only, and
tgrf_uniform samples uniformly over eligible bit positions. None of these non-SMASH baselines
optimizes the declared source→target replacement; they are nevertheless evaluated for strict success
under the same G1–G4 cascade, so a baseline receives credit if it happens to realize the declared
semantic target while remaining readable and close to y0.

Bit-position policy is per-method native, not matched: Each method uses the bit-position policy
that follows from its native paper definition rather than a forced common policy. The canoni-
cal SMASH configuration uses bit positions 0..6, excluding the sign bit, because INT8 sign-
bit flips can shift a single dequantized weight by up to 128 |si| and are uniquely catastrophic;
smash_allow_sign_bit=0. The PBS family follows the original PBS specification and allows
bit positions 0..7, including the sign bit; pbs_allow_sign_bit=1. The random-search family,
including URBF and TGRF, likewise allows 0..7; rand_allow_sign_bit=1. The tgrf_msb
variant is a deliberate MSB-only ablation. SilentStriker-native is sign-bit-only by paper design, since
its module-level routine flips bit 7. SilentStriker-CE and SilentStriker-CE-gated share the canonical
SMASH bit positions 0..6 because they reuse the same masked-break code path. The practical
consequence is that SMASH draws its sparse certificate from a strictly smaller per-scalar candidate
pool, 7 bits per location, than PBS/URBF/TGRF, 8 bits per location, and yet SMASH produces
strict target realizations while those baselines do not. The comparison is therefore conservative with
respect to perturbation freedom.

Budget and compute fairness: All methods are reported under their declared bit-budget and
step-budget envelopes; we do not give SMASH a larger bit budget than the comparison baselines.
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Table 19: Audit-verified cross-method movement decomposition. Counts are over N on WS
× LACC. No effect means WER = 0, local edit means 0 < WER ≤ 0.20, and high-WER drift
means WER > 0.20. Strict target-hit is the only column that requires realization of the declared
source→target semantic edit.

Method Targeted? B N No eff. Local Drift Strict

SMASH (hybrid) yes 20 100 59 (59.0%) 40 (40.0%) 1 (1.0%) 26 (26.0%)
SMASH (decode) yes 20 100 84 (84.0%) 16 (16.0%) 0 (0.0%) 2 (2.0%)

PBS-CE no 20 100 20 (20.0%) 0 (0.0%) 80 (80.0%) 0
PBS-CE-gated no 20 180 92 (51.1%) 88 (48.9%) 0 (0.0%) 0
URBF no 20 100 100 (100%) 0 (0.0%) 0 (0.0%) 0
TGRF-CE no 20 100 61 (61.0%) 39 (39.0%) 0 (0.0%) 0
TGRF-MSB no 20 100 98 (98.0%) 2 (2.0%) 0 (0.0%) 0
TGRF-Uniform no 20 100 100 (100%) 0 (0.0%) 0 (0.0%) 0
PBS-CE no 40 100 20 (20.0%) 0 (0.0%) 80 (80.0%) 0
SilentStriker-native yes 40 200 138 (69.0%) 7 (3.5%) 55 (27.5%) 0
SilentStriker-CE yes 40 100 10 (10.0%) 6 (6.0%) 84 (84.0%) 0
SilentStriker-CE-gated yes 40 200 188 (94.0%) 12 (6.0%) 0 (0.0%) 0

Differences in reported strict counts therefore reflect proposal objective, target conditioning, and
acceptance rule rather than a larger allowed perturbation budget for SMASH.

Decode determinism: Decoding is deterministic under fixed seed and the canonical greedy/beam-1
configuration from Section 5. Accepted transcript differences across methods are therefore attributable
to parameter perturbations rather than sampling stochasticity.

F.2 Movement decomposition

Table 19 reports the audit-verified movement decomposition. We decompose each method’s outputs
into no effect, local edit, and high-WER drift. No effect means WER = 0 relative to the quantized
baseline, local edit means 0 < WER ≤ 0.20, and high-WER drift means WER > 0.20. Strict
target-hit is reported separately because it requires realization of the declared source→target semantic
edit.

The movement decomposition explains the baseline failure modes. PBS-CE and SilentStriker-CE
move many transcripts, but much of that movement is high-WER drift. Gated variants suppress
high-WER drift and convert many outputs into local edits, but still produce no strict target hits because
the gate has no notion of which semantic substitution should be realized. Random and top-gradient
random baselines are mostly inert or produce local movement without target realization.

F.3 Movement-conditional view

Table 20 conditions on the subset of samples whose transcript actually changed. This removes the
no-effect bucket and asks what kind of movement each method produces when it moves the transcript
at all. The strict/moved column is a separate diagnostic and can overlap with local movement: strict
successes usually also satisfy the local-WER condition.

This view is useful because it prevents a misleading interpretation of no-effect-heavy methods.
Among moved samples, SMASH-hybrid converts 63.4% of decode changes into strict targeted
substitutions, while every non-SMASH baseline converts 0%. Untargeted CE methods often move
transcripts, but the movement is usually high-WER drift. Gated CE methods keep movement local,
but the movement remains off-target.

F.4 Interpretation

The comparison should be read as an event-alignment result rather than a horse race. Untargeted
baselines optimize transcript movement, cross-entropy increase, or randomized bit perturbation.
SMASH optimizes a stricter event: a declared semantic pivot must change into a declared target
while the transcript remains readable and plausible. Under this event definition, raw movement is
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Table 20: Movement-conditional decomposition. Restricted to samples with WER > 0.
%Strict/Moved is the fraction of moved samples that hit the strict target gate. This strict column is a
separate diagnostic and can overlap with %Local/Moved because strict successes typically satisfy the
local-WER condition.

Method B N Moved %Strict %Local %Drift

SMASH (hybrid) 20 100 41 63.4% 97.6% 2.4%
SMASH (decode) 20 100 17 11.8% 82.4% 17.6%

PBS-CE 20 100 80 0.0% 0.0% 100.0%
PBS-CE-gated 20 180 88 0.0% 100.0% 0.0%
URBF 20 100 0 — — —
TGRF-CE 20 100 39 0.0% 100.0% 0.0%
TGRF-MSB 20 100 2 0.0% 100.0% 0.0%
TGRF-Uniform 20 100 0 — — —
PBS-CE 40 100 80 0.0% 0.0% 100.0%
SilentStriker-native 40 200 62 0.0% 11.3% 88.7%
SilentStriker-CE 40 100 90 0.0% 6.7% 93.3%
SilentStriker-CE-gated 40 200 12 0.0% 100.0% 0.0%

insufficient. A robustness audit that measures only whether transcripts change would miss the failure
mode SMASH exposes: sparse, plausible-looking substitutions on meaning-critical spans.

F.5 Matched qualitative comparison

Table 21 controls for the audio: five WS×LACC samples are run through five methods at B=20,
with the declared source→target edit held fixed within each row group. SMASH-hybrid realizes the
declared target on every retained sample; the four non-SMASH baselines do not land the declared
target, producing instead no movement, case-only edits, spelling changes, or off-target local edits.
The full per-sample gallery and the rejected-candidate audit table are not reproduced in the paper
PDF.

G Threat-Model Locality Checks

This appendix reports necessary-condition checks on the locality of the bit-flip sets that realize
SMASH targets under the canonical configuration. The intent is to characterize whether successful
flip sets concentrate in a manner consistent with the abstract threat model assumed in the main text.
We do not claim — and these checks do not demonstrate — end-to-end feasibility of a physical
fault-injection exploit against any specific deployed system. The constraints below operate over
positions within targeted weight tensors; they do not simulate DRAM row mapping, refresh timing,
cache coherence, or a full physical attack path. Results should be read as feasibility-constraint
evidence for the threat model as stated, and nothing further.

The locality experiments were run in three phases. Phase 1 is a decode-only sanity check with
max_steps=1. Phase 1b is the main hybrid locality sweep on Whisper-small.en×LACC at B=20.
Phase 2 spot-checks the two burst-style locality modes across additional model–dataset cells.

Locality-mode definitions: The seven constrained modes restrict the candidate flip set within
targeted weight tensors as follows. page_local: candidates restricted to a single 4 KiB page of
contiguous bytes per attack step. rowhammer_row [14]: candidates restricted to a single DRAM-row-
analogue window. rowpress [19]: row-restricted and additionally concentrated within a sub-row
burst. half_double [15]: candidates allowed across the chosen row plus its row-±2 neighbours.
cacheline_burst: candidates restricted to a single 64 B cacheline. blacksmith_burst [12]:
candidates allowed across multiple non-contiguous rows in a burst pattern. collateral_noise:
candidates position-unrestricted but with random no-op flips injected to model interference. The
unconstrained none arm is the canonical SMASH-hybrid setting.

Denominator note: All locality results in this appendix use the matched numeric-pivot denominator
|Tnum| from the canonical budget-sweep cell (|Tnum|=45 for WS×LACC, 44 for WLv3×LACC, 34
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Table 21: Matched WS×LACC samples at B=20: same audio, same declared target, five
methods. SMASH-hybrid realizes the declared substitution on every row (target span in bold); the
four non-SMASH baselines either do not move the transcript, produce off-target casing/spelling edits
(in italics), or collapse into local drift, but none lands the declared target. “–” indicates the adversarial
transcript is byte-identical to the quantized baseline. WER is computed against the quantized baseline
transcript; rows showing a differing transcript at WER= 0.00 are case- or punctuation-only changes
that the metric normalizes away.

Sample (src →
tgt)

Method WER Adversarial transcript

num_002
(38 → 48)

SMASH-hybrid 0.10 The thermometer read 48 degrees celsius during the after-
noon check.

PBS-CE-gated 0.00 the thermometer read 38 degrees celsius during the afternoon
check.

SilentStriker-
native

0.00 –

TGRF-CE 0.00 The thermometer read 38 degrees celsius during the after-
noon check.

URBF 0.00 –

num_009
($45 → $55)

SMASH-hybrid 0.11 We spent $55 on groceries at the corner market.
PBS-CE-gated 0.00 We spent $45 on groceries at the Corner Market.
SilentStriker-
native

0.00 –

TGRF-CE 0.00 We spent $45 on groceries at the Corner Market.
URBF 0.00 –

num_020
(20 → 30)

SMASH-hybrid 0.10 The vaccine was stored at minus 30 degrees for stability.
PBS-CE-gated 0.10 The vaccine was stored at minus 20 degrees for Stabilityibil-

ity.
SilentStriker-
native

0.00 –

TGRF-CE 0.00 –
URBF 0.00 –

mix_007
(500 → 600)

SMASH-hybrid 0.09 Parboarview Studios didn’t ship 600 grams of resin with the
order.

PBS-CE-gated 0.00 –
SilentStriker-
native

0.00 –

TGRF-CE 0.09 Parboreview Studios didn’t ship 500 grams of resin with the
order.

URBF 0.00 –

mix_022
(30 → 40)

SMASH-hybrid 0.09 Camden Lee didn’t wait 40 seconds before pressing the reset
button.

PBS-CE-gated 0.00 –
SilentStriker-
native

0.00 –

TGRF-CE 0.00 Camden lee didn’t wait 30 seconds before pressing the reset
button.

URBF 0.00 –

for S-M4T×LACC, 4 for WS×LibriSpeech), so every cell here directly verifies the headline numbers
reported in Section 6. Partial follows the strict-inclusive convention used throughout the paper: a
sample counts as partial when a target was constructed, G1∧G2∧G3 pass, and the source pivot span
count drops in the adversarial transcript, regardless of whether strict G4 also holds. Partial therefore
overlaps with strict by construction (Section 6). The locality pipeline runs use the same codebase and
per-cell JSONL records as the main experiments.
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Table 22: Locality-realism sweep, Phase 1b (hybrid). WS×LACC at B=20, N=100, |Tnum|=45,
seed 42. Numeric-pivot subset only; partial follows the strict-inclusive convention (target constructed,
G1∧G2∧G3 pass, source span count drops; overlaps with strict). Five of seven constrained modes
preserve the unconstrained strict count 24/45; rowpress is the main penalty case. Strict counts
in this table are target-realized (G1–G4); clean-substitution analysis additionally requires source
disappearance or material source change (Section 6, Section 3).

Locality mode Strict Partial G1 No eff. Local Drift

none (baseline) 24 23 28 17 27 1
page_local 24 22 26 19 26 0
rowhammer_row 24 22 26 19 26 0
rowpress 15 12 18 28 17 0
half_double 22 24 24 21 23 1
cacheline_burst 24 25 28 17 27 1
blacksmith_burst 24 23 28 17 27 1
collateral_noise 24 22 27 18 27 0

G.1 Phase 1: decode-only sanity check

A Phase 1 reference under decode-only acceptance with max_steps=1 on Whisper-small.en×LACC
at B=20 (N=100, seed 42) reaches no strict success in any locality mode. Movement counters
are identical across modes except for blacksmith_burst, which reduces decode-change activity
from 19 to 12 samples. This phase confirms that the locality machinery itself does not create strict
successes; the targeted locality diagnostic is the hybrid Phase 1b sweep below.

G.2 Phase 1b: hybrid locality sweep on WS×LACC

Table 22 reports the main locality sweep using hybrid acceptance, max_steps=30, and B=20.

The unconstrained none arm reaches 24/45 strict successes, exactly matching the canon-
ical budget-sweep cell in Table 9. Five of the seven constrained modes preserve this
count exactly: page_local, rowhammer_row, cacheline_burst, blacksmith_burst, and
collateral_noise. half_double drops to 22/45, and rowpress is the main penalty case at
15/45. High-WER drift remains at most 1 sample in every mode, indicating that the plausibility gate
continues to control transcript degradation under locality constraints.

The reason WS is largely insensitive to locality on LACC is quantitative: WS strict-accepted
certificates have median |F |=2 bit flips (Figure 3), so the committed flip footprint fits trivially
inside any of the constrained windows tested here. Only rowpress, which adds a sub-row burst
restriction on top of the row constraint, cuts deeply into the search space the WS attack uses.

G.3 Phase 2: cross-model burst spot checks

Table 23 reports cross-model spot checks for the two burst-style locality modes that most likely
trigger preset-dependent placement sensitivity.

The structural finding lives on the harder backbones. WLv3×LACC swings from 4/44 strict under
cacheline_burst to 17/44 under blacksmith_burst, a 4× preset-dependent gap on the same
corpus. S-M4T×LACC produces 0/34 strict successes under either burst mode, despite 9–17 decode
changes and 9–14 partials. WS×LibriSpeech reaches 1/4 under both modes; the cell is too small
to draw conclusions beyond the WLv3 finding. The unconstrained reference values from Table 9
(19/44 WLv3, 5/34 S-M4T) bracket the burst results: blacksmith preserves nearly all of WLv3’s
reach (17/19), cacheline preserves only one fifth (4/19), and S-M4T loses both bursts entirely.

Why cacheline_burst collapses WLv3 reach: Cacheline-burst restricts every accepted flip to a
single 64 B cacheline. WLv3 strict-accepted certificates have median |F |=11 bit flips on LACC, and
the targeted WDL2 weights are densely packed enough that 11 flips cannot reliably be co-located in a
single cacheline. blacksmith_burst relaxes the constraint to multiple non-contiguous bursts and
recovers 17/19 of the unconstrained reach. WS does not show this collapse because its strict accepts
have median |F |=2, which fits in any reasonable cacheline window. S-M4T’s failure mode is different
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Table 23: Locality-realism cross-model spot checks, Phase 2. Hybrid acceptance, max_steps=30,
B=20. Numeric-pivot subset only; partial follows the strict-inclusive convention (overlaps with
strict). The WS×LibriSpeech spot checks use N=50 to control cost. Strict counts in this table are
target-realized (G1–G4); clean-substitution analysis additionally requires source disappearance or
material source change (Section 6, Section 3).

Model Corpus Locality mode N |Tnum| Strict Partial G1 No eff. Local

WLv3 LACC cacheline_burst 100 44 4 9 9 35 7
WLv3 LACC blacksmith_burst 100 44 17 20 20 24 20

S-M4T LACC cacheline_burst 100 34 0 9 9 25 7
S-M4T LACC blacksmith_burst 100 34 0 14 17 18 14

WS LibriSpeech cacheline_burst 50 4 1 1 2 2 2
WS LibriSpeech blacksmith_burst 50 4 1 1 2 2 2

again: even blacksmith_burst’s multi-burst window cannot accommodate the larger encoder-side
(|F |=12 median) flip footprint that S-M4T’s ENCA2 preset requires, and the unconstrained S-M4T
baseline (5/34) is itself near zero. Locality is not a binary kill-switch; it interacts with where each
preset places useful committed flips in memory and with how dense those flip sets need to be.

G.4 Interpretation

The locality results support the main conclusion in Section 6: numeric reachability is not purely
an artifact of unconstrained bit placement. On the primary WS locality sweep, six of eight modes
(including the unconstrained none) preserve the canonical 24/45 strict count, and even the worst
case (rowpress) retains 15/45. The structural finding is that locality penalty is preset-dependent
and concentrates on backbones whose strict-accepted footprint exceeds the locality window: WLv3
under cacheline-burst loses ≈ 80% of its unconstrained reach, while WS under the same constraint
loses none. We treat these checks as necessary-condition realism, not as a complete physical-exploit
simulation; a physical realization of any specific certificate in the verified-fault ledger (Appendix I)
remains future work.

H Human Evaluation and LLM-Ensemble Validation

The automatic gates (Section 3) are necessary for scalable fault auditing but do not by themselves
establish human-perceived semantic success. We therefore add a human validation layer plus an
LLM-ensemble consistency check on the same rubric. The compact main-paper agreement result
is reported in Section 6; this appendix documents the protocol, blinding, packet construction, the
verbatim LLM-judge prompt, judge configuration, parser and aggregation policy, per-question and
per-judge breakdowns, annotator coverage, and the overlap-set sanity check (reported separately from
the main n=105 set).

H.1 Human annotation protocol and coverage

Validation scope: Human validation is performed on a shared subset of accepted SMASH and
baseline outputs, drawn from the verified-fault ledger (Appendix I). Each presentable sample carries
a baseline transcript, an adversarial transcript, and the declared source–target pair. Samples without a
constructible target are excluded by definition.

We distinguish three reporting scopes that are never pooled:

• Main shared set (n=105). Items that both human annotators and LLM judges rated; the
apples-to-apples agreement set used in Section 6.

• LLM-only live set (n=117). Items that survived data cleanup of the live main set; includes
12 items that humans skipped. Used for LLM-only headline numbers when explicitly stated;
not used as the agreement basis.

• Overlap set (n=24). Duplicate-judged items used as a sanity / IAA check; reported
separately in Appendix H.8 and never pooled with the main 105.
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Figure 4: Human-validation interface. Annotators see the baseline transcript, the adversarial
transcript with the candidate target highlighted, and the declared source→target edit, but no method,
model, or configuration label. The four-question rubric checks source-span removal, target placement
in the correct local context, collateral meaning change, and output degeneracy. Annotators are
instructed to ignore punctuation, capitalization, spacing, and equivalent written/spoken numeric forms
when making these judgments.

The construction pipeline began with 150 built items (125 main +25 overlap), which became 117
main +25 overlap after data-issue drops, and finally 105 main +24 overlap after restricting to items
rated by both human and LLM raters. The 150-row pooled view is not used in any reporting in this
paper.

Annotation rubric: Annotators evaluate each candidate through a blinded interface that displays
the baseline transcript, the adversarial transcript, and the declared source–target edit, with method,
model, and configuration labels hidden. The rubric asks four binary questions:

1. Did the original source span disappear or materially change?

2. Did the intended target appear in the correct local context?

3. Did the output introduce additional meaning changes beyond the intended target?

4. Does the output appear broken, degenerate, or unreadable?

A clean human-validated targeted fault requires affirmative answers to questions 1 and 2 and negative
answers to questions 3 and 4. Outputs with additional meaning changes (q3 affirmative) are reported
separately as collateral semantic drift. Outputs flagged as broken (q4 affirmative) are not counted
as plausible targeted faults, even if they contain the target surface. “Unsure” labels are treated
conservatively and are not counted as positive validations. The rubric mirrors the outcome taxonomy
in Section 3: q1 checks the source-disruption axis, q2 checks G4 at the human level, q3 separates
clean substitutions from targeted-but-collaterally-damaged outputs, and q4 acts as a human analogue
of the readability gate G2.

Annotator coverage: Thirteen annotators contributed labels on the main set. Nine annotators
reached full coverage (105/105); one was near-full (94/105); three were sparse (6–19 items). The
composite clean_success numbers reported in the main paper use majority vote across annotators
with ≥ 94 items of coverage; sparse annotators contribute to per-question κ analysis only.
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Table 24: Per-annotator coverage on the 105-item shared validation set. Nine annotators
rated all 105 items; one rated 94/105; three sparse annotators rated 6–19 items. The composite
clean_success numbers reported in the main paper (Section 6) use majority vote across annotators
with ≥ 94 items of coverage; sparse annotators contribute to per-question κ analysis only. Anno-
tator08 is an outlier on q3 (more conservative reading of "extra meaning change") and reduces the
SMASH-decode clean rate from ∼26% to 7.1% in their individual labels; the composite is robust to
this drift because of the majority rule.

Annotator(s) Coverage Notes

annotator01, 05, 08, 11, 12, 13, 15, 17, 19 (9 annotators) 105/105 full coverage
annotator06 94/105 near-full
annotator20 19/105 sparse
annotator18 16/105 sparse
annotator14 6/105 sparse

H.2 Human annotation interface and blinding

The human annotation interface is provided by grader_filtered.py, a Streamlit-based blinded
labeling app; Figure 4 (above) reproduces an actual screenshot from a live annotation session.

Fields visible to annotators: Each item presents the annotator with: judge_id (a packet-
internal opaque identifier), target_kind (num / ent / neg), intended_source_surface,
intended_target_surface, the quantized baseline transcription quant_pred, and the adversarial
transcription adversarial_pred with diff highlighting against the baseline.

Fields hidden from annotators (blinding): The interface strips the following fields from the
labeling view: method, method_family, model, preset, dataset, reference (clean ground-
truth transcription), clean_pred (clean-decode transcription), budget-related fields (per-cell budget
envelope and realized |F |), is_targeted, and the source run directory. Annotators therefore cannot
infer which method, model, dataset, or attack family produced a given item.

Comparison anchor (text-only): Annotators do not listen to audio; the blinded interface presents
only text. They compare adversarial_pred against quant_pred, not against the clean ground-
truth reference. This is the same per-row anchor used by the SMASH cascade (Section B); it ensures
that quantization-only differences are not treated as fault-induced changes.

Answer choices and unsure handling: Each Q1–Q4 question accepts one of three labels: yes,
no, or unsure. Unsure is handled conservatively in the composite event derivation. Any unsure
on Q1, Q2, Q3, or Q4 prevents clean_success; an unsure on Q1 or Q2 also counts against
partial_success and toward target_miss. The conservative rule never inflates clean_success
by treating ambiguity as success.

H.3 Validation packet construction and filtering

The validation packet was finalized as packet_final.csv at packet version v4.2026-04-20.
Table 25 traces the count chain from the 545-row consolidated packet to the 105-item main shared
set and the 24-item overlap shared set. The construction pipeline is read-only and pre-dates both the
LLM-judge run (started 2026-04-22) and the human annotation run.

Auto-resolution rules: Of the 545 packet rows, 408 = 395 + 13 were auto-resolved
before any human or LLM saw them. The 395 identical_decode rows have an ad-
versarial transcription byte-equal to the clean transcription, so there is no event for a
rater to evaluate. The 13 missing_context rows were flagged by the live-rubric rec-
onciliation pass for missing diagnostic fields needed for clean Q1–Q4 judgment. Auto-
resolution is applied by scripts/llm_judge/identify_live_presentable_rows.py and
scripts/llm_judge/cleanup_to_live_112.py based on row-level fields, not on labels.
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Table 25: Validation packet construction and filtering. Pipeline counts traced from the
packet_final.csv build (packet version v4.2026-04-20). The 150-row pooled validation view
is not used in any reporting in this paper. Overlap rows are never pooled with main. Missing /
auto-resolved rows are not counted as human judgments. The earlier n=30 LLM-only validation is
superseded and not reported in this paper.

Stage Count Note

Packet contents
Total candidate rows 545 consolidated packet
Auto-resolved identical_decode 395 adversarial output byte-equal to clean
Auto-resolved missing_context 13 live-rubric flagged missing diagnostics
Human-presentable rows 137 = 545− 395− 13

Built and live sets
Built items at packet finalize 150 = 125 main +25 overlap
Live main set (after live-rubric pass) 117 per preflight/live_main_ids_final.json
Overlap shared with judges 25 duplicate-judged sanity slice

Final reporting subsets (post-rating)
Human-rated main 113 humans rated 113 of 117
Human ∩ LLM shared main 105 apples-to-apples agreement set
Overlap shared (never pooled) 24 24 of 25 received both labels

Pre-specified filters: Six filters were applied at packet build / live-cleanup time, all locked before
any LLM or human rated any item:

1. In-scope methods only (smash_masked, pbs_ce, pbs_ce_gated, urbf,
silentstriker_native/ce/ce_gated, tgrf_ce/msb/uniform, quant_only; per
the METHOD_CATALOG in build_input_v3.py).

2. In-scope model × preset cells only (Whisper-small × wdl2; Seamless × ENCA2; Seamless
× ALLW subset).

3. Non-degenerate target on both Whisper and Seamless SMASH anchors (matched-target
metadata).

4. Stratified sampling by target_kind (3 num +3 neg +3 ent per cell, deterministic by
sample_id).

5. Auto-resolution of identical_decode and missing_context (above).

6. Blinding: strip method, method_family, model, preset, dataset, budget, and
source_run_dir from the judge-facing CSV.

Overlap selection (before judging): The 25 overlap rows were selected at packet finalize time
(finalize_human_eval_packet.py, SEED=20260419), stratified by sheet × Claude-judged dif-
ficulty bucket. The Claude pre-judgment is a stratification balancer for the overlap slice, not an
inclusion / exclusion filter: removing it would only change the difficulty balance of the 25-row
overlap, not the set of rows in the packet. Each picked row is duplicated with judge_id += "_OVL"
and is_overlap=1, so the overlap rates inter-rater reliability on the same items judged twice under
different judge identifiers.

Anti-cherry-picking: The validation packet was constructed using pre-specified presentabil-
ity and coverage filters before human annotation; no item was removed based on whether it
helped or hurt SMASH. Stratification keys are target_kind and method × model × preset,
both fixed at packet build time. accepted_by="success" was never used as a filter, and no
script in scripts/paper_readiness/ or scripts/llm_judge/ selects rows by accepted_by,
strict_success, cascade_pass, |F |, or any post-attack outcome. The method-family counts
in the live 117 (smash_decode 42, smash_hybrid 26, ss_native 7, pbs_ce_gated 16,
ss_ce_gated 6, tgrf_ce 8) are residuals of enumeration over the in-scope catalog after auto-
resolution, not pre-quoted targets.
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H.4 LLM-judge prompt and parsing

The four-judge LLM ensemble is invoked by scripts/llm_judge/run_judges.py (constant
RUBRIC_PROMPT, lines 32–65). Every backend is called with a single user-role prompt; there is no
separate system message. OpenAI runs use chat.completions with one user message; Ollama
runs use POST /api/generate with one prompt field. The prompt is frozen at packet version
v4.2026-04-20 and recorded in the per-row judge output CSV (packet_version column).

Prompt fields and blinding: The prompt inserts intended_source_surface,
intended_target_surface, target_kind, quant_pred, and adversarial_pred. It
does not include method, method_family, model, preset, dataset, attack family, or search
budget; these fields are stripped from the judge-facing CSV before the LLM runs. The clean
ground-truth transcription is also not passed; the comparison anchor is the quantization baseline
quant_pred, the same anchor used by the SMASH cascade. Both human annotators and LLM
judges therefore see the same blinded view.

Verbatim prompt template:

You are grading an automatic speech recognition (ASR) transcription.

Below is information about a single item. Answer 4 questions using
ONLY "yes", "no", or "unsure".

Item information:
- intended source phrase: "{source}"
- intended target phrase: "{target}"
- target kind: {kind}
- QUANT_PRED (the model’s normal transcription, the comparison anchor):

"{quant}"
- ADVERSARIAL_PRED (the text we are evaluating):

"{adversarial}"

Ignore policy (do NOT treat as a change for Q1/Q2/Q3):
- punctuation, capitalisation, spacing

(e.g. "North Lake" vs "Northlake")
- number form ("10" vs "ten", "$45" vs "45 dollars",

"0.9%" vs "0.9 percent")
- contraction expansion ("won’t" vs "will not",

"isn’t" vs "is not")

Answer exactly this structured format. No other text outside the JSON.

{
"q1_source_disappeared": "yes|no|unsure",
"q2_target_appeared": "yes|no|unsure",
"q3_extra_meaning_changed": "yes|no|unsure",
"q4_broken_output": "yes|no|unsure",
"comment": "<one optional short line or empty string>"

}

Question meanings:
- Q1 source disappeared: is the source phrase no longer present

in ADVERSARIAL_PRED?
- Q2 target appeared: is the target phrase in ADVERSARIAL_PRED at

the position where source used to be (or, for negation items,
polarity matches target direction)?

- Q3 extra meaning changed: did any other meaningful content
change beyond the intended edit (ignore the items in the
ignore policy above)?

- Q4 broken output: does ADVERSARIAL_PRED look broken (repetitions,
nonsense, truncation, corrupted symbols)?
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Required JSON schema: The judge response is a single top-level JSON object with exactly
five keys: q1_source_disappeared, q2_target_appeared, q3_extra_meaning_changed,
q4_broken_output (each ∈ {yes, no, unsure}), and comment (free-text, truncated to 500 char-
acters). The prompt explicitly forbids any text outside the JSON object. OpenAI runs additionally
enforce response_format={"type": "json_object"}.

H.5 LLM-judge configuration

All four judges were run on 2026-04-22 (json_logs_debug/llm_judge/2026-04-22_run01/)
with temperature=0.0 and one parse-failure retry (same prompt, same temperature). All Ollama
judges additionally use num_predict=800, request timeout 300 s, and the local Ollama tag at run
time (snapshot not pinned). Per-judge endpoint and notable settings:

• GPT-4o: OpenAI chat.completions with response_format={"type":
"json_object"}; API snapshot resolved at call time (no gpt-4o-2024-XX-XX
pin).

• DeepSeek-R1 70B: Ollama deepseek-r1:70b.

• Llama-3.1 70B: Ollama llama3.1:70b.

• Qwen-2.5 14B: Ollama qwen2.5:14b; the non-thinking variant was chosen because
qwen3:30b produced 600 s timeouts.

Audit-only judges (excluded from the four-judge ensemble): Two additional Ollama
judges were run for diagnostic purposes and excluded from the headline ensemble per
audit/judge_lineup_final.csv: nemotron-3-nano:30b (parse-failure rate 46/117 ≈ 39%
on main, 7/25 on overlap) and qwen3:30b (only 39/117 main rows produced parse-able JSON due to
thinking-mode timeouts). A reserved gemini-2.5-pro slot did not run because GOOGLE_API_KEY
was not configured on 2026-04-22.

H.6 Parser and ensemble aggregation

Parser: The parser is implemented in scripts/llm_judge/run_judges.py. The strict path
(parse_strict) strips <think>...</think> reasoning blocks (used by reasoning models such as
DeepSeek-R1), strips thinking: / analysis: / reasoning: preambles, finds the last JSON object
in the response (preferring an object whose body literally contains q1_source_disappeared),
parses it with json.loads(), and validates that each Q∗ value lowercases to {yes, no, unsure}. If
the strict path raises, a fallback regex parser searches the lower-cased text per question; each Q must
be parseable or the row fails.

Retry policy: On a backend exception or a parse failure, the call is retried exactly once with the
same prompt and temperature. After two failed attempts the row is recorded with empty Q1–Q4
fields and parse_status="fail"; the truncated raw response is preserved (up to 2000 characters)
for audit. There is no higher-level batch retry, no resampling at higher temperature, and no manual
re-prompt.

Parse-failure counts (2026-04-22 run): On the main shared set (n=117): GPT-4o 0/117, Llama-
3.1 70B 0/117, Qwen-2.5 14B 0/117, DeepSeek-R1 70B 3/117 (≈ 2.6%). On the overlap set
(n=25): all four judges 0/25.

Ensemble aggregation: missing labels absent, never imputed: Failed-parse rows are treated as
absent votes per question (filtered, not defaulted); the per-question majority is taken over valid votes
only and ties resolve to unsure. The four-judge ensemble label is strict majority (≥ 3 of 4 valid
votes) on clean_success.

H.7 LLM–human agreement on the n=105 shared set

We evaluate a four-judge LLM ensemble (GPT-4o, DeepSeek-R1 70B, Llama-3.1 70B, Qwen-2.5
14B) on the same four-question rubric described above. Each judge labels each item independently.
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Table 26: Per-metric human vs. LLM-ensemble agreement on the 105-item shared validation
set. Composite clean_success = q1 ∧ q2 ∧ ¬q3 ∧ ¬q4. Per-question κ ranges 0.51–0.85; the
composite collapses to κ=1.00 because human and LLM-ensemble raters always agree on whether
all four components hold simultaneously, even when they disagree on which specific component fails.

Metric n Human=yes % LLM ens=yes % Agreement % Cohen κ

q1 (source removed) 105 48.6 55.2 78.1 0.618
q2 (target visible) 105 35.2 36.2 92.4 0.850
q3 (extra meaning change) 105 21.9 19.0 77.1 0.508
q4 (output broken) 105 10.5 17.1 88.6 0.606

clean_success 105 31.4 31.4 100.0 1.000
partial_success 105 1.0 1.0 100.0 1.000
target_miss 105 66.7 67.6 99.0 0.978

Table 27: Per-LLM-judge clean-success rate by method family on the 105-item shared validation
set. Each LLM judge (GPT-4o, DeepSeek-R1 70B, Llama-3.1 70B, Qwen-2.5 14B) labels each
sample independently against the four-question rubric; the ensemble label used in the main results
aggregates the four judges by strict majority (3 of 4 agreeing). Qwen-2.5 14B is the most conservative
judge, especially on SMASH-hybrid. DeepSeek-R1 70B labels 39 of the 42 SMASH-decode items;
the missing three remain unlabeled by that judge and do not affect the strict-majority ensemble.
Family n GPT-4o % DeepSeek-R1 70B % Llama-3.1 70B % Qwen-2.5 14B %

SMASH-hybrid 26 80.8 84.6 84.6 46.2
SMASH-decode (ablation) 42∗ 28.6 28.2 26.2 7.1

SS-native (non-SMASH) 7 0.0 0.0 0.0 0.0
PBS-CE-gated 16 0.0 0.0 0.0 0.0
SS-CE-gated 6 0.0 0.0 0.0 0.0
TGRF-CE 8 0.0 0.0 0.0 0.0

∗DeepSeek-R1 70B labels n=39 of the 42 SMASH-decode items; the rate column reports the percentage over the items that
judge labeled.

The ensemble label used in the main results aggregates the four judges by strict majority (3 of 4
agreeing).

Per-metric agreement: Table 26 reports human-vs-ensemble agreement on the four underlying
yes/no judgments and on the composites clean_success, partial_success, and target_miss.
Per-question κ ranges from 0.51 (q3, drift) to 0.85 (q2, target visible). The composite
clean_success collapses to κ=1.00: the human and LLM-ensemble raters always agree on whether
all four components hold simultaneously, even when they disagree on which specific component fails.

Per-judge breakdowns: Table 27 reports each LLM judge’s clean-success rate by method family.
Qwen-2.5 14B is the most conservative judge, especially on SMASH-hybrid, which lowers its
individual clean rate to 46.2% while the strict-majority ensemble lands at 84.6%. DeepSeek-R1 70B
labels 39 of the 42 SMASH-decode items; the missing three remain unlabeled by that judge and do
not affect the strict-majority ensemble.

Notes on per-question disagreement: Annotator drift on q3 (extra meaning change) is the largest
source of variance. For example, annotator17 flagged untargeted_pbs_ce_gated q3 = yes for
100% of items, while annotator11 flagged it 18.8%. Humans disagree about “extra meaning changed”
much more than they disagree about whether the targeted edit landed. The composite clean rule
averages this out, which is why the headline clean_success numbers in the main paper are robust
to individual-annotator drift.

H.8 Overlap-set sanity check (n=24): reported separately, never pooled

The overlap set is a duplicate-judged subset: 25 items deliberately judged twice as a sanity check,
of which 24 received both human and LLM labels. This set is reported separately from the main
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Table 28: Overlap-set sanity check (n=24), reported separately from the main n=105 validation
set and never pooled with it. The overlap is the human-vs-LLM apples-to-apples slice of the 25-item
duplicate-judged subset. Composite clean_success agreement is 100% (κ=1.00), matching the
main set. Per-question agreement is variable on this subset (q3 κ=0.10, q4 κ=0.00), reflecting
low base rates (4.2% q3 yes, 0% q4 yes) and the small denominator; we do not draw per-question
conclusions from this overlap subset.

Metric n Human=yes % LLM ens=yes % Agreement % Cohen κ

q1 (source removed) 24 54.2 54.2 91.7 0.844
q2 (target visible) 24 54.2 54.2 100.0 1.000
q3 (extra meaning change) 24 4.2 8.3 75.0 0.100
q4 (output broken) 24 0.0 4.2 79.2 0.000

clean_success 24 50.0 50.0 100.0 1.000
target_miss 24 50.0 50.0 100.0 1.000

n=105 set and is never pooled with it. Its purpose is to verify that human-vs-LLM agreement
on clean_success is robust to the specific choice of items, not to provide an independent point
estimate at the same scale as the main set.

The composite agreement is κ=1.00 on the overlap set, matching the main set. Per-question κ on the
overlap is more variable (q3 κ=0.10, q4 κ=0.00), reflecting low base rates (4.2% q3 yes, 0% q4 yes)
and the small denominator. We do not draw conclusions from per-question κ on this small subset.

I Verified-Fault Ledger (n=1,195)

This appendix describes the audit artifacts underlying the reported results. The primary artifact is
a compact verified-fault ledger, audit/verified_attack_ledger.csv, containing one row per
accepted certificate included in the verified audit. The current frozen ledger contains 1,195 certificate
rows plus a header, all of which satisfy the full G1–G4 gate cascade (strict_success = 1 in
every row). Of these, 1,192 originate from SMASH (smash_masked); this is the corpus used
in the bit-cost analysis. The remaining 3 rows are non-SMASH baseline accepts (2 × pbs_ce,
1×old_pbs_constrained) that incidentally cleared the same gate cascade despite being optimized
against an untargeted objective; we retain them for completeness and exclude them from SMASH-
conditioned aggregations. The ledger is intentionally compact: it records the certificate-level fields
needed to identify the model, dataset, sample, transcript pair, target span, realized flip count, strict-
success flag, source-disruption flag, WER-to-baseline, budget, method, strategy, preset, and cell
directory. Additional per-sample details are kept in companion artifacts rather than flattened into the
ledger CSV.

I.1 Compact ledger scope

Each ledger row corresponds to an accepted fault certificate produced by a specific run configuration.
A certificate records the quantized baseline transcript y0, the perturbed transcript ŷF , the declared
source and target spans when available, the realized flip count |F |, and the main audit outcomes used
in the paper. The same audio sample may appear in multiple rows if it is evaluated under different
models, datasets, budgets, methods, presets, or acceptance strategies.

The compact ledger does not contain audio. For public datasets, the evaluated sample set is identified
by manifest and sample identifiers; for synthetic data, the corpus is regenerated by the generation
and filtering pipeline described in Appendix C. The ledger is read together with the companion audit
artifacts listed in Table 30.

I.2 Ledger schema

Table 29 summarizes the fields represented directly in the compact ledger. Per-flip tensor coordinates,
explicit G1–G4 gate columns, full command lines, run metadata, and LLM/human validation labels
are not duplicated into this CSV; they are recoverable from the companion artifacts.
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Table 29: Compact verified-fault ledger schema. The primary audit file
audit/verified_attack_ledger.csv stores one row per accepted certificate. It is inten-
tionally compact; additional per-flip, gate, command, and validation metadata live in companion
artifacts.

Field group Fields represented directly in the compact ledger

Sample identity model, dataset, sample identifier, cell directory
Configuration method, strategy, budget B, preset, acceptance family where available
Target metadata target kind, source span, target span
Baseline decode baseline transcript y0
Perturbed decode adversarial transcript ŷF , WER to baseline
Perturbation summary realized flip count |F |
Audit outcomes strict-success flag, source-disrupted flag
Provenance pointer cell directory path linking the row to logs and run artifacts

Table 30: Companion audit artifacts. Fields not flattened into the compact ledger are recoverable
from companion files in the audit artifact set.

Artifact Contents

audit csv explicit G1–G4 columns, per-sample gate outcomes, movement diagnos-
tics

Per-sample JSONL records flip arrays with tensor names, coordinates, bit positions, old/new INT8
values, scales, and target-selection metadata

run_meta.json git SHA, seed, host, GPU, and run-level metadata where recorded
command.txt command line and configuration flags for each run cell
Run manifests dataset manifests, sample membership, and run-root organization
LLM-judge CSVs per-judge and ensemble validation labels for the LLM-audited subset
Human-validation exports annotator labels, overlap-set agreement, and final human-validation out-

comes when frozen

I.3 Companion artifacts

The compact ledger is designed to be joined with auxiliary files when a more detailed audit trail is
needed. Table 30 lists the companion artifacts and the information they provide.

I.4 Recomputing reported quantities

For a fixed model–dataset–configuration cell, the sample denominator is

N = |Dcell|.
The target-conditioned denominator is

|T | = |{x ∈ Dcell : τ(x) is constructed}|.
The main paper reports StrictRate as

StrictRate =
#{x ∈ T : ∃F, |F | ≤ B, Strict(x, F ) = 1}

|T |
.

Movement bands are computed over N : no effect corresponds to WER = 0, local movement to
0 < WER ≤ 0.20, and high-WER drift to WER > 0.20. Source-disrupted partials and strict
successes are target-conditioned side counts and are reported separately.

For bit-cost analyses, |F | is the realized number of committed flips recorded in the ledger, not the
budget envelope B. For locality experiments, the locality-run none arm is used as the within-appendix
reference because the locality pipeline has its own target-construction denominator, as described in
Appendix G.

I.5 Bit-cost summary

For the 1,192 SMASH strict-success certificates in the ledger, Table 31 summarizes the realized
flip count |F | per backbone. The pooled median is three flips, and 629/1,192 certificates commit
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Table 31: Realized bit-flip cost among strict-success certificates. The realized cost |F | is the number
of committed INT8 bit flips, not the budget envelope B. Across 1,192 strict-success certificates, the
pooled median is three flips and 629/1,192 use at most three flips; per-backbone medians are 2, 11,
and 12 for WS, WLv3, and S-M4T.

Model n Median Mean 1-bit ≤ 3 P75

WS 771 2 4.12 9 558 4
WLv3 371 11 12.61 20 47 18
S-M4T 50 12 10.34 16 24 18

Pooled 1192 3 7.02 45 629 10

at most three flips. Single-bit successes (45 pooled) occur on every backbone. WS dominates the
pool (n=771, median 2), so the pooled summary is WS-weighted; the per-backbone rows give the
unpooled view (WLv3 median 11, S-M4T median 12). Costs on the harder backbones are higher but
still sparse rather than diffuse parameter perturbations.

I.6 Integrity checks

Before a ledger slice is used in a table or figure, we apply consistency checks using the compact
ledger and companion artifacts:

1. Budget validity. Accepted certificates satisfy |F | ≤ B.
2. Movement partition. For each fixed cell, no-effect, local movement, and high-WER drift

sum to N .
3. Strict/partial exclusivity. Source-disrupted partials are computed without a strict-fail guard

and may overlap with strict; both columns are reported alongside their generating cells.
4. Gate consistency. Strict success is checked against the decoded transcript and the target-

realization gate cascade.
5. Run provenance. Each certificate links back to its cell directory; command lines, run

metadata, and manifests are stored alongside the original run artifacts.
6. Flip provenance. The compact ledger records |F |; per-flip tensor, coordinate, bit-position,

and quantized-value details are retained in the per-sample JSONL records.

These checks are the basis for the appendix tables in Appendix E.1, Appendix G, Appendix E.2, and
Appendix F.

I.7 Versioning

The ledger and companion artifacts are versioned with the code commit and run manifests. Some
appendices use specialized pipelines: for example, locality runs use a parallel locality pipeline, while
cross-method baselines pool several verified slices. We therefore treat the audit artifact set—the
compact ledger plus its companion files—as the source of truth for final aggregate counts.
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